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Parametric Content-Based Publish/Subscribe

K. R. JAYARAM, PATRICK EUGSTER, and CHAMIKARA JAYALATH, Purdue University

Content-based publish/subscribe (CPS) is an appealing abstraction for building scalable distributed systems,
e.g., message boards, intrusion detectors, or algorithmic stock trading platforms. Recently, CPS extensions
have been proposed for location-based services like vehicular networks, mobile social networking, and so on.

Although current CPS middleware systems are dynamic in the way they support the joining and leaving
of publishers and subscribers, they fall short in supporting subscription adaptations. These are becoming
increasingly important across many CPS applications. In algorithmic high frequency trading, for instance,
stock price thresholds that are of interest to a trader change rapidly, and gains directly hinge on the reaction
time to relevant fluctuations rather than fixed values. In location-aware applications, a subscription is a
function of the subscriber location (e.g. GPS coordinates), which inherently changes during motion.

The common solution for adapting a subscription consists of a resubscription, where a new subscription
is issued and the superseded one canceled. This incurs substantial overhead in CPS middleware systems,
and leads to missed or duplicated events during the transition. In this article, we explore the concept of
parametric subscriptions for capturing subscription adaptations. We discuss desirable and feasible guaran-
tees for corresponding support, and propose novel algorithms for updating routing mechanisms effectively
and efficiently in classic decentralized CPS broker overlay networks. Compared to resubscriptions, our al-
gorithms significantly improve the reaction time to subscription updates without hampering throughput or
latency under high update rates. We also propose and evaluate approximation techniques to detect and mit-
igate pathological cases of high frequency subscription oscillations, which could significantly decrease the
throughput of CPS systems thereby affecting other subscribers.

We analyze the benefits of our support through implementations of our algorithms in two CPS systems,
and by evaluating our algorithms on two different application scenarios.
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4:2 K. R. Jayaram et al.

1. INTRODUCTION

Event-based design is considered to be one of the best ways to engineer large-scale
distributed systems because it inherently decouples software components, allowing
new components to join and leave at runtime.

1.1. Message-Oriented Middleware (MOM) and Content-Based Publish/Subscribe (CPS)

To achieve this decoupling, event-based distributed systems use message-oriented mid-
dleware (MOM). Producers (publishers, or senders, or sources) connect to the middle-
ware to post events, and consumers (subscribers, or receivers, or sinks) connect to
the middleware to declare their interest in receiving events through predicates called
subscription. Publish/subscribe systems represent one of the predominant types of
MOM middleware. These systems are usually topic-based or content-based. Content-
based publish/subscribe (CPS) is the most expressive publish/subscribe model because
it permits subscriptions based on event content, i.e., event attributes. Topic-based
publish/subscribe (TPS) can be viewed as a special case of CPS, where the predicate is
on the topic of the event—each event is published under a certain topic, and consumers
subscribe to the topics they are interested in. An example of a subscription in TPS is
“TechnologyStockQuotes” and an example of subscription in CPS is “stock quotes of
Google when the price exceeds $600.”

To effectively and efficiently route published events to corresponding subscribers,
most CPS middleware systems construct an overlay network called content-based pub-
lish/subscribe network (CPSN). A CPSN consists of several event routers—commonly
referred to as brokers—that interconnect publishers and subscribers. CPSNs often
make use of advertisements of publishers in addition to subscriptions to transmit
events to subscribers. That is, advertisements and subscriptions are propagated down-
and up-stream respectively to populate routing data structures at brokers, establish-
ing connections, for example, to ensure that there is a path from any publisher to any
subscriber with a potentially matching subscription [Castelli et al. 2008]. CPSNs scale
much better with respect to the number of participants and events than solutions in
which all participants are part of a single peer-based broadcast group or where a span-
ning tree is constructed for each publisher [Zhang et al. 2005].

1.2. Static and Dynamic Subscriptions

Although current CPS systems are dynamic in the way they support the joining and
leaving of publishers and subscribers, they fall short in supporting subscription adap-
tations, which are becoming increasingly important to many CPS applications. Con-
sider high frequency trading (HFT), which as of 2009, accounted for 73% of all US
equity trading volume [Lati 2009]. (Stock trading was one of the original scenarios
used to illustrate and drive CPS [Aguilera et al. 1999].) A typical subscription to
IBM stock quotes with values below a specific threshold could be expressed through
a CPS API as CPS.subscribe(”stockclass ==‘Technology’ and firm ==‘IBM’ and price < 10.0”), and
could be used to trigger purchases. But HFT uses various techniques to determine and
update price thresholds continuously during the trading day—from simple linear re-
gression to game theory, neural networks, and genetic programming. HFT thrives pre-
cisely on rapid adaptations in subscriptions such as rectifications of thresholds for
issuing buying or selling orders [AITE 2005; Lati 2009; The Economist 2009]. Hence,
the speed with which a CPS system reacts to subscription adaptations is vital to HFT
applications using CPS middleware.

Another emerging family of applications inherently requiring subscription adapta-
tions is mobile location-aware applications. These include location-specific advertising,
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Parametric Content-Based Publish/Subscribe 4:3

location-based social networks like Foursquare1 and MeetMoi,2 and so on. In such ap-
plications, a subscription is a function of the subscriber location (GPS coordinates)
such as a perimeter surrounding the location. For example, a navigation system in an
automobile subscribes to traffic conditions in its vicinity; or the advertisement plat-
form in the navigation system subscribes to advertisements from businesses located
within a 50 mile radius. A location-based dating application on a smart phone sub-
scribes to the personal profiles of people located in the city/town or the neighborhood
of the subscriber. Whenever devices move, such subscriptions need to adapt.

1.3. State of the Art

Current solutions for subscription adaptations can be categorized as follows.

(1) Ad-hoc solutions. In location-based services, locations are typically handled as “con-
text” separately from event content [Cugola et al. 2009; Schwiderski-Grosche and
Moody 2009]. Corresponding middleware solutions that support updates handle
them in an ad hoc manner [Holzer et al. 2010; Meier and Cahill 2010].

(2) Wildcards. The simplest approach to programmatically expressing adaptations on
content-based subscriptions is to use wildcard matching for event attributes, lead-
ing to universal subscriptions reminiscent of topic-based subscriptions. In the HFT
example, this simply means subscribing to all stock tickers for IBM or even to all
stock tickers, if the company of interest may vary. This wastes bandwidth by prop-
agating many spurious events—events that are not currently or ever of interest
to subscribers. This may not matter for an individual investing only in IBM stock,
or even a few tech stocks, but is not an option for portfolio managers dealing with
hundreds or even thousands of stocks, commodities, and currencies; even for small-
scale investers this option can become unsuitable if they use resource-constrained
mobile devices for monitoring stock values.

(3) Resubscriptions. This is a common solution to adapting a subscription, where a
new, parallel, subscription is issued and the superseded one is canceled. This so-
lution has several limitations. First, it is coupled with high overhead, which may
lead to missing many events in the transition phase. If the frequency of subscrip-
tion adaptations is high, as in HFT, resubscriptions can lead to thrashing, where
the bulk of the computational resources of event brokers in a CPSN is spent on
processing resubscriptions rather than on filtering events and routing them to in-
terested subscribers (as demonstrated in Section 8 of this article). This leads to
drastic drops in throughput and increased latency overall. Second, in the absence
of synchronization of (un-)subscriptions in most CPS engines, the application must
deal with duplicates if, as is common, the old and new subscriptions overlap.

1.4. Parametric Subscriptions

Motivated by the limitations of these solutions, we propose to capture the aforemen-
tioned subscription adaptations through parametric subscriptions—subscriptions with
parameters. Consider the HFT example. Intuitively, we would like a subscriber to be
able to express a subscription like CPS.subscribe(”stock class ==‘Technology’ and firm ==‘IBM’
and price < ”+ ref threshold), where the value of the variable threshold, can be updated dy-
namically by the subscriber program (we assume that the subscriber is implemented
in Java where the ‘+’ operator is used for concatenation) and its most current value
is considered whenever and wherever, a stock quote event is inspected for possible
routing towards the subscriber.

1http://www.foursquare.com
2http://www.meetmoi.com
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4:4 K. R. Jayaram et al.

This provides some idea of the challenges in implementing parametric subscriptions.
Remember that to scale, CPS middleware systems employ overlay networks of brokers.
Similar to IP datagram routing, CPSN routing algorithms use next-hop routing, where
each broker is only aware of the next-hop brokers (brokers directly connected to them)
and the directly connected clients (publishers/subscribers). An event is transmitted
hop by hop from the publisher to the subscriber and at each broker, unwanted events
(events that are not of interest to any downstream broker or subscriber) are discarded.
CPSNs employ next-hop routing to optimize bandwidth usage, and to ensure fault tol-
erance, because, typically, recovering from a fault involves communicating only with
directly connected nodes. Due to next-hop routing, implementing parametric subscrip-
tions efficiently in CPSNs cannot be straightforwardly achieved by passing references
to subscriber variables, e.g., a reference to threshold , throughout the network, as that
would mean that every broker filtering events on behalf of the subscriber would access
the variable, eliminating the simplicity of next-hop routing and introducing global ref-
erences and the consequent failure, and performance dependencies. A key goal of de-
signing CPSNs that support parametric subscriptions must be to ensure that any form
of support introduced retains the decentralized nature of next-hop routing.

1.5. Contributions

This article tackles the problem of subscription adaptation in CPSNs through the fol-
lowing technical contributions.

— We propose to capture subscription adaptations through parametric subscriptions,
discussing feasible and desired properties of corresponding solutions.

— We present novel algorithms for updating routing mechanisms in CPSNs based on
the original concept of broker variables to avoid global variable references (between
publishers/subscribers and brokers) and thus global dependencies.

— To demonstrate the applicability and the efficacy of parametric subscriptions and
our algorithms in CPSNs independently of the exact algorithms used for matching
events to subscriptions, we evaluate two implementations of our algorithms, one
in the well-known Siena [Carzaniga et al. 2001] CPSN, and a second one in our
own CPSN, which uses the Rete algorithm [Forgy 1979] for event matching. Our
evaluation includes two benchmark applications, namely (1) algorithmic trading,
and (2) a highway traffic control system, as well as a scalability analysis. Com-
pared to resubscriptions, our approach in both systems significantly improves the
reaction time to subscription changes (up to ∼ 6×), reduces the load on subscribers
by reducing the number of spurious events delivered (up to ∼ 6×), enables higher
throughput (up to ∼ 8×), and reduces latency by up to ∼ 2×.

— We discuss approximation mechanisms for handling update rates exceeding the
capacity of our update mechanisms, e.g., for oscillating subscriptions or subscrip-
tions based on monotonically increasing or decreasing bounds. We demonstrate
that under high subscription update rates, our approximation mechanisms increase
throughput by up to 92%, and decrease the reaction time to subscription changes
by up to 123%, while only increasing the number of spurious events up to 27% with
respect to pure parametric subscriptions.

— We discuss the expressivity of our parametric subscription model and the tradeoffs
between (a) increased expressivity, as well as (b) properties and complexity of CPSN
event routing and forwarding algorithms.

1.6. Roadmap

Section 2 presents related work. Section 3 provides more detailed background infor-
mation on static subscriptions in CPSNs. Section 4 presents parametric subscriptions
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and analyzes their desirable and feasible properties. Section 5 describes our CPSN
routing algorithms. Section 6 presents approximation techniques for high frequency
updates. Section 7 describes the implementations of our algorithms in two CPSNs and
a trivial subscription grammar extension. Section 8 evaluates our algorithms and ap-
proximation techniques on two benchmarks. Section 9 discusses further extensions to
expressivity and Section 10 concludes with final remarks.

2. RELATED WORK

2.1. Message-Oriented Middleware and Topics

Message-oriented middleware (MOM) is software that enables application components
distributed on heterogeneous platforms and runtime environments to communicate
and coordinate their actions through events or asynchronous messages. There are
two different classes of MOM, namely message queues and publish/subscribe systems.
Message queues can be (1) one-to-one (point-to-point), (2) one-to-many where one com-
ponent writes to the queue and many components can read from it, or (3) many-to-
many where multiple components read and write into the queue. Message queues also
differ in their message consumption semantics, whether a message can be received by
a single component or by multiple components.

The Java Message Service (JMS) API [Oracle 2013a], for example, is part of the
Java 2 platform, Enterprise Edition (J2EE), and allows J2EE application compo-
nents to send and receive events. Examples of MOM that support JMS are Apache
ActiveMQ [Apache Software Foundation 2013], BEA Weblogic [Oracle 2013b], Fiora-
noMQ [Fiorano 2013], OpenJMS [OpenJMS 2013], JBossMessaging [RedHat 2013],
RabbitMQ [SpringSource 2013] and WebSphereMQ [IBM 2013]. In TPS, topics repre-
sent the interests of subscribers that receive all events pertaining to the subscribed
topic. Each topic corresponds to a logical channel that connects each publisher to
all interested subscribers. Examples of topic-based publish/subscribe systems include
SCRIBE [Castro et al. 2006], Spidercast [Chockler et al. 2007] and Amazon.com’s Sim-
ple Notification Service (SNS) [Amazon.com 2013a]. Examples of cloud-based message
queues that are not TPS systems include Amazon.com’s Simple Queue Service (SQS)
[Amazon.com 2013b]. The TPS model provides less expressiveness than the content-
based one.

2.2. CPSNs and Subscription Summarization

The seminal Siena [Carzaniga et al. 2001] CPSN middleware introduces a covering-
based scheme known as subscription subsumption. Subscription summarization
[Triantafillou and Economides 2004] builds on subscription subsumption by propa-
gating only subscription summaries to brokers. New subscriptions are independently
merged to their respective summary structures. Several systems use concepts similar
to subsumption and summarization e.g., REBECA [Fiege et al. 2003]. In merging based
routing, a broker merges the filters of existing routing entries and forwards them to a
subset of its neighboring brokers. A perfect merging based algorithm generates perfect
mergers and additionally ensures that the generated mergers are forwarded in such
a way that only relevant notifications are sent to a broker. Li et al. [2005] propose
subscription covering, merging, and content matching algorithms based on binary de-
cision diagrams (BDDs) in PADRES. HERMES [Pietzuch and Bacon 2002] provides
content-based filtering on top of type- and attribute-based routing and makes use of
a distributed hash table (DHT) to orchestrate processes. While subscription summa-
rization can attenuate the overheads of joining and leaving subscribers [Triantafillou
and Economides 2004], for updates the improvements are more a side-effect and in-
sufficient. Our support proposed in this article is amenable to most CPS systems. The
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4:6 K. R. Jayaram et al.

work most closely related to ours is that of Jin and Strom [2003] and that of Huang
and Garcia-Molina [2007]. The former considers updates to subscriptions with a fo-
cus on persistent events and delivery of past events that match subscriptions after
updates to those (and not before). The latter work motivates support for parameters
in subscriptions as a way of increasing expressiveness as well, focusing on centralized
setups. Our present work concretizes such subscriptions further by proposing and eval-
uating algorithms to propagate parameters in decentralized CPSNs, and highlights
tradeoffs in performance and expressiveness.

2.3. Content-Based Publish/Subscribe Systems with Rich Content

Jafarpour et al. [2009] present a new CPS framework that accommodates richer con-
tent formats including multimedia publications with image and video content. The
work presented in Jafarpour et al. [2009] is orthogonal to this article, though we antic-
ipate future extensions of our approach to handle richer content. Jafarpour et al. [2008]
present a novel approach based on negative space representation for subsumption
checking and provide efficient algorithms for subscription forwarding in CPSNs. The
proposed heuristics for approximate subsumption checking greatly enhance the per-
formance without compromising the correct execution of the system and only adding
incremental cost in terms of extra computation in brokers.

2.4. Alternative CPS Implementation Strategies

Astrolabe [Van Renesse et al. 2003] and PMcast [Eugster and Guerraoui 2002] are ex-
amples of an alternative category of CPS systems. With an emphasis on fault tolerance,
processes periodically exchange membership information with their peers. This infor-
mation includes interests of processes, which is aggregated based on physical or logical
topology constraints. Processes are selected to represent others based on the same cri-
teria, leading to an overlay hierarchy reducing memory complexity on processes with
respect to a full membership. This approach attempts to avoid dedicated brokers, but
processes appearing high up in the hierarchy must handle high loads, which proba-
bly exceed the capacities of regular desktop machines. The proactive gossiping about
interests inherently propagates changes, but incurs a substantial overhead if none oc-
cur. The Scalable Distributed Information Management System (SDIMS) [Yalagandula
and Dahlin 2004] is a scalable information management middleware for large scale
distributed systems. SDIMS aggregates information about large-scale distributed sys-
tems by leveraging Distributed Hash Tables (DHT) to create scalable aggregation trees
to provide detailed and summarized views of local and global information respectively.
SDIMS can intelligently forward subsets of events to handle overloads, but CPSNs do
not perform event aggregation and selective forwarding of events to handle high event
processing loads.

Meghdoot [Gupta et al. 2004] is a CPS system that uses a DHT to determine the
location of subscriptions and to route events to the subscribers. The partitioning of
the DHT across peers allows Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it requires the complete Cartesian
space to be reconstructed.

3. BACKGROUND—STATIC SUBSCRIPTIONS

This section presents a definition of static subscriptions in existing CPS middleware
and outlines a simple algorithm based on subscription subsumption/summarization
for routing static subscriptions and events.

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.
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3.1. Subscription Model

An event e is of a certain type τ comprising a sequence of named attributes [ a1, . . . , an],
which are typically declared as being of primitive types such as floating points or
integers. An event e can thus be viewed as a record of values [ v1, . . . , vn] for the at-
tributes of its type. We consider subscriptions � represented in disjunctive normal
form following a BNF grammar G0. We refer to this basic grammar as G0. Intervals
or set inclusion can be expressed by a conjunction of two predicates or a disjunction of
equalities respectively. In the remainder of this article; we sometimes use parentheses
around predicates and so on, appearing in the text for clarity.

©G0 Subscription � ::= � ∨ � | �

Conjunction � ::= � ∧ P | P

Predicate P ::= a op v

Operator op ::= ≤ | < | = | �= | > | ≥

To decide on the routing of an event e = [ v1, . . . , vn], subscriptions are evalu-
ated on e. For a given subscription �, we write �(e) for this evaluation. We as-
sume strong typing, meaning that a subscription that refers to an event type τ
is never evaluated on an event e of type τ ′ �= τ; any predicate on an attribute
(whose type is dictated by the subscription’s type) only compares the attribute to
values of the same type and with operators permissible for that type. A predicate
P = ak op v is evaluated as P(e) = vk op v on an event e = [ v1 . . . , vk, . . . ] of a type
characterized by [ a1, . . . , ak, . . . ]. Obviously, satisfying a conjunction (� = P1 ∧ . . .∧Pm)
requires satisfying each of its predicates (�(e) =

∧m
l=1 Pl(e)), and a disjunction (� =

�1 ∨ . . . ∨ �s) is satisfied by any of its conjunctions (�(e) =
∨s

r=1 �r(e)). We say that
subscription � covers �′, or � subsumes �′, denoted by �′ 
 �, if and only if ∀e
�′(e) ⇒ �(e). Typically, content-based publish/subscribe systems that use subscrip-
tion subsumption (compute covering relationships between predicates) for summariz-
ing subscriptions at brokers convert the �= operator into a disjunction, i.e., a �= v is
converted into a < v ∨ a > v.

3.2. CPSN Assumptions

In this article, we assume a CPSN that uses dedicated broker processes bi to convey
events between client processes ci. Brokers are interconnected among themselves. Bro-
kers that serve client processes are called edge brokers. For ease of presentation, we
make several assumptions.

— Processes communicate via pairwise FIFO reliable communication channels offer-
ing primitives SEND (nonblocking) and RECEIVE.

— Client processes PUBLISH events and DELIVER events corresponding to their sub-
scriptions, which are issued and canceled by SUBSCRIBE and UNSUBSCRIBE primi-
tives respectively.

— There are no cycles in the broker network and a single process pi (broker or client)
per network node. Cycles can be broken or dealt with by known techniques that are
orthogonal to the topic of this article.

— We assume failure-free runs; fault tolerance can be achieved by various means that
are largely orthogonal to our contributions.

— To simplify presented algorithms without loss of validity, clients issue at most one
subscription for a given event type, and contain a single conjunction. Many systems
handle conjunctions in a single disjunction subscription independently for event
matching, performing subsequent duplicate elimination where necessary.

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.
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3.3. General Principles

Routing mechanisms in existing CPSNs borrow two general principles from spanning-
tree based multicast such as IP Multicast [Deering and Cheriton 1990] already alluded
to in Section 1.1: (a) downstream replication where an event is transmitted in a single
copy as far as possible from the publisher and only cloned downstream as close as pos-
sible to the subscribers interested in receiving it, and (b) upstream evaluation where
unwanted events are filtered away as close as possible to the publisher to avoid wast-
ing bandwidth. An advertisement defines the kinds of events produced by a publishing
client. When a CPSN uses advertisements, advertisements for an event type τ from a
publisher are flooded throughout the network, and reach every broker. Subscriptions
from a client to that type τ follow the reverse path of the advertisements to the edge
brokers handling publishers of type τ . Published events can therefore be routed to
subscribers following the reverse path of subscriptions.

When a CPSN does not use advertisements, the path of an event from a publisher to
a subscriber is determined only by subscriptions. Subscriptions then have to be routed
from a subscriber to every other publisher in the CPSN, essentially forming a spanning
tree from the subscriber to every publisher attached to the CPSN. When an event is
published, it is routed along this tree from the publisher to the subscriber using reverse
path forwarding. When advertisements are used, a subscription for an event of type τ
only has to be routed to those publishers that generated an advertisement of type τ.

3.4. Summarizing Static Subscriptions

The client primitives are illustrated in the simple client algorithm for the case of
static subscriptions in Figure 3. Figure 4 outlines the corresponding broker process
algorithm. All primitives (e.g., upon) execute atomically and in order of invocation. A
broker stores processes that it perceives as subscribers in subs, and those for which
itself acts as subscriber in pubs. It uses the covering relation 
 to construct a partially
ordered set (poset) P[τ ] of subscriptions of type τ received. The algorithm uses two
elementary operations abstracted for simplicity:

— INSERT(P[ τ], �) is used to insert � into the poset P[ τ], which is ordered with re-
spect to 
.

— DELETE(P[ τ], �) is used to remove � from poset P[ τ].

The least upper bound (LUB) of P[ τ]—dubbed LUB(P[ τ])—is the predicate that
covers all other predicates. If no LUB inherently exists, it is computed as a disjunction
of all predicates that are not already covered by another predicate. All events of
type τ that do not satisfy LUB(P[ τ]) are discarded by the broker and events that
satisfy individual subscriptions are forwarded to the corresponding subscribers.
Unadvertisements, the analogues to unsubscriptions, are omitted for brevity. They
are simpler to handle than unsubscriptions, since posets remain unchanged.

3.5. Illustration

Figure 1 shows an example of a CPSN with six clients—four subscribers (c1, c2, c3,
c4), two publishers (c5, c6), and five brokers (b1, b2, b3, b4, b5). We focus on a single
event type StockQuote with two attributes a1 = firm and a2 = price of string and float
types respectively. We assume that all the clients subscribe to StockQuotes of the same
firm, e.g. firm = ”IBM”, which we omit from this illustration for presentation simplicity.
Figure 2 shows a part of the CPSN, and how subscriptions propagate. c1 subscribes
to StockQuote with the predicate �1 = (price < 10)3. b1 gets the subscription, stores

3Predicates are given in parentheses for clarity.

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.
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Fig. 1. Example of a CPSN.

it, and propagates it to b3. Then c2 subscribes with predicate �2 = (price < 5). b1
gets this subscription, but does not forward it to b3, as (price < 10) covers (price < 5),
i.e., �2 
 �1. Figure 1 illustrates subscription summarization throughout the overlay.
Brokers b1 and b2 summarize subscriptions from {c1, c2} and {c3, c4} respectively, and
b3 further summarizes the summaries from b1 and b2.

Figure 2 illustrates updating subscriptions through resubscriptions. When c1 unsub-
scribes from (price < 10), b1 forwards (price < 5) to b3. Then, when c1 subscribes to (price
< 30), b1 reconstructs the poset. Since the LUB(P[ StockQuote]) changes to (price < 30),
b1 unsubscribes from (price < 5) and subscribes to (price < 30). Figure 2 shows how the
poset of predicates changes at b1 and b3. Subscriptions are routed to all brokers that
have at least one publisher with a matching advertisement.

3.6. Subscription Update Overhead

When a subscriber c wants to update its subscription, it unsubscribes and resubscribes.
This combined operation comes at a high cost. Canceling a subscription � (unsub-
scribing) on a broker involves searching the poset P[τ ] for �, removing � from it, and
readjusting it with respect to 
. If the poset is implemented as a directed graph ordered
with respect to 
, with d the maximum degree of the heap, readjusting is O(|P[ τ]|)
[Cormen et al. 2009]. The worst case occurs when � is the root of the poset and all other
nodes are its children. Searching P[τ ] is O(|P[ τ]|). Hence processing an unsubscription
is O(|P[ τ]|). Similarly, subscription (SUBSCRIBE(�)) involves searching P[τ ] to check
whether � already exists, in this case, c is simply added to the list of subscribers of �.
If not, � is inserted into P[τ ]. Insertion is O(|P[ τ]|) [Cormen et al. 2009]. If LUB(P[ τ])
changes as a result of subscription/unsubscription, then the broker unsubscribes the
old LUB(P[ τ]) and issues a fresh subscription with the new LUB(P[ τ]).

A client might also want to issue a new subscription first, before unsubscribing,
and filter any duplicates in the interim (e.g., in case of a subscription broadening).
Note that in common CPSNs, both subscription and unsubscription operations are
asynchronous though, and no information is provided on their penetration into the
CPSN. Thus events may still be lost in practice albeit with low probability. A practical
solution consists in canceling the outdated subscription upon receipt of the first event
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Fig. 2. Update propagation with resubscriptions.

Fig. 3. Simple client algorithm for G0. The client is instantiated with an edge broker. Updating a subscrip-
tion goes through unsubscribing the outdated subscription and issuing a new one (or vice versa).

that does not match the outdated subscription; of course this only works when the new
subscription is broader than the superseded one.

4. PARAMETRIC SUBSCRIPTIONS

Parametric subscriptions are dynamic in that they allow predicates to compare event
attributes a to expressions on variables x local to the respective processes. We discuss
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Fig. 4. Algorithm for event processing in a CPSN based on G0 with subscription summarization. P[ τ] is the
predicate poset for type τ ordered by 
. pubs[ τ] stores the advertising peers for type τ . subs[ τ] [ �] stores
peers that subscribe to τ with �. subs[ τ] [ �] avoids the need to duplicate � in P[ τ], if more than one peer
subscribes with �.

desirable and feasible guarantees for corresponding support, and present algorithms
implementing these.

4.1. Syntax

The addition of parametric subscriptions leads to the following extended grammar Gp
for subscriptions. This grammar supersedes grammar G0 in Section 3.1.

©Gp Subscription � ::= � ∨ � | �

Conjunction � ::= � ∧ P | P

Predicate P ::= a op v | a op x

Operator op ::= ≤ | < | = | > | ≥

Additions with respect to G0 are are highlighted . Since variables x are time-
sensitive, the evaluation of a subscription � is no longer only parameterized by an
event e, but also by a time t: �(e, t). This evaluation takes place on values of variables
at that point in time: x(t).

4.2. Illustration

The expression and management of variables in parametric subscriptions can be made
by means of an API. Perhaps a more concise way of illustrating the use of variables
is through a programming language. In EventJava [Eugster and Jayaram 2009], for
instance, events are represented by specific, asynchronously executed, event methods
preceded by the keyword event. Content-based subscriptions are defined by guards on
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these methods, following the when keyword. Guards can refer to event method argu-
ments (event attributes a) and specific fields (variables x) of the subscriber object.
Events can be published by invoking them like static methods on classes or interfaces
declaring them. Consider the following algorithmic trading scenario. A stock quote
can be published, for example, simply by “invoking” the corresponding event method:
StockMonitor.TechStockQuote(‘‘IBM’’, 10.00). This leads to sending a copy of the stock quote
event to all live instances of the respective type StockMonitor. The call returns immedi-
ately to decouple publishers from subscribers.

class StockMonitor {
float lastBuy = ...;
...
event TechStockQuote(String firm, float price)

when (firm == ”IBM” && price < lastBuy) {
lastBuy = price;
// E.g., issue purchase order

}
}

The guard ( backlit ) expresses the subscription. The italicized variable lastBuy con-
stitutes the subscription parameter. Its use in the guard is highlighted by underlining
it. Being a field of StockMonitor, lastBuy can be modified in other parts of the class than
the body of the TechStockQuote() method. Tracking such changes automatically requires
language support but mostly requires distributed runtime support, described in the
next section, for propagating them.

4.3. Desired Properties

Just as we represent parametric subscriptions with a temporal dimension, we can
characterize events with a time of production. With �i referring to the subscription of
a process pi, we can define the following guarantees on delivery of events in response
to parametric subscriptions. Assume a process pi’s subscription does not change after
a time t0, i.e., ∀e, ∀t ≥ t0 �i(e, t) or ∀t ≥ t0 ¬�i(e, t).

Strictness. ∃ t′ and ts such that process pi delivers no event e published at t′ ≥ ts ≥ t0
if ¬�i(e, t0).

Coverage. ∃ tc and t′, with t′ ≥ tc ≥ t0, such that an event e published at t′ is eventually
delivered by pi if �i(e, t0).

Intuitively, STRICTNESS captures a possible narrowing underlying a subscription
update: if the conditions become tighter in one place there is a time ts after which no
more events falling exclusively into the outdated broader criteria will be delivered.
COVERAGE captures a broadening: after some time tc no more events of interest are
missed. A subscription that switches, such as an equality ‘=’ for which the target value
changes, can be viewed as a combination of a broadening (include the new value) and
a narrowing (exclude the old value).

4.4. Practical Considerations

STRICTNESS and COVERAGE reflect safety and liveness respectively and may compete
which each other. A system that never delivers any event to any process trivially en-
sures STRICTNESS even for ts = t0 but fails to ensure COVERAGE. Conversely, a system
that delivers every event to every process ensures COVERAGE even for tc = t0, but not
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Fig. 5. Client algorithm with support for parametric subscriptions for implementing Gp.

STRICTNESS. However, STRICTNESS can be achieved by means of local filtering mech-
anisms. In fact, we can get ts arbitrarily (making use of local synchronization) close
to t0 by fully evaluating a subscription �i(e, t) locally on a subscriber process pi at
the last instance before possibly delivering any event e to it. Relying solely on such a
mechanism for filtering, leads however to many spurious events being routed all the
way to pi, where they are dropped, thus it does not constitute an ideal solution. More
interesting are solutions that filter en route, like CPSNs. Yet, in asynchronous dis-
tributed systems it is impossible for a process to inform another one of new interests
in bounded time, so there is no bound on tc-t0 in a CPSN in such a system. However,
we can investigate solutions which in practice yield small values for tc-t0.

In practice, subscriptions that change over time may of course change more than
once. In a sequence of successive changes, intermittent values might get skipped, or
their effects might not become apparent because no events arrive during their short
period of validity. This cannot be systematically avoided in the absence of upper bounds
on transmission delays. A particularly interesting case arises if a variable switches
back and forth between two values v1 and v2 (or more), e.g., v1 · v2 · v1 . . .. Events
delivered in response to the second epoch with v1 might very well have been published
during the epoch of v2 but before the first switch to v2 had successfully propagated
throughout the network, or even during the first epoch of v1. An important property
that may be masked by such special cases is that any visible effects of changes in
subscriptions appear in the order of the changes to the respective variables. Obviously,
we want to retain other nonbinary properties, such as latency.

5. CPSN SUPPORT FOR PARAMETRIC SUBSCRIPTIONS

This section describes our support for parametric subscriptions in decentralized
CPSNs.

5.1. Algorithms for Parametric Subscriptions

Figure 5 describes the new client algorithm for supporting grammar Gp as extension
to that of Figure 3. Besides the addition of a reaction to changes of variables appearing
in a subscription �, the algorithm performs additional local evaluation of � on a client
to enforce STRICTNESS, as the view of its end broker may be lagging.

The broker algorithm shown in Figure 6 follows the same structure as the previous
broker algorithm. The main difference is that nodes in the poset are now tuples of
the form (�V, �, (x, v)), where � is the original predicate without values substituted
for variables, and �V is the predicate after substitution (e.g., line 11 of Figure 6).
(x, v) is a set of mappings of values vi for variables xi. Furthermore, poset additions
(INSERT) and removals (DELETE) are now parameterized by nodes that are tuples as
outlined in the preceding, poset ordering is based on �V. These changes lead to two
new primitives being used in the algorithm.
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Fig. 6. Parametric subscriptions. PROPAGATE handles poset changes – (un-)subscriptions, updates.

— Substitute(v, x, �) denotes the substitution of v for x in �. This primitive is also
used by brokers to substitute variables of neighbors against their own.

— Update(P[ τ], node, x, v), as shown on line 84), updates node within the poset, by
adopting v as a new value for x in the substitution to v, reperforming the variable
substition, storing the updated predicate in the node, and reordering the poset if
needed. If two predicates need to be disjoined, the corresponding variable mappings
are merged. As variables are unique (view them as qualified by the process that
generated them as well as a subscription identifier local to that respective process),
this does not create conflicts.
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Fig. 7. Update propagation with support for parametric subscriptions.

lookup[ . . . ] [ x] stores identifiers of nodes containing respective variables x for fast
lookup and modification upon incoming update messages. Since such variables are
always specific to a single predicate, they are introduced by one node. Disjunctions
created for summarization will indirectly be modified by updates to such introducing
nodes. Similarly, with variables in subscriptions, there is never more than one sub-
scriber stored for a respective predicate � in subs[ . . . ] [ �]. This can be overcome in
practice by variable substitution.

Procedure PROPAGATE captures the common part of all subscription modifications—
new subscriptions, unsubscriptions, updates. It compares the root node of the poset
(node0, e.g. line 73) with the root node after modification (nodeν , line 75), and initiates
corresponding transitive updates to upstream processes. Hence, the number of sub-
scriptions/unsubscriptions is reduced, and when an update message arrives, a hash
table-based index can be used to guarantee a O(1) bound on updates with lookup.

Last but not least, PROPAGATE illustrates the concept of broker variables. These
limit the scope of variables to a client and its edge broker or to a broker and its imme-
diate neighbors, thus avoiding global dependencies. When a new subscription is sent to
a neighbor broker, variables in the root predicate � of the poset P[. . .] are substituted
by freshly chosen ones (brokervars, see line 91).

5.2. Illustration

The main difference to a CPSN without parametric subscriptions is illustrated in
Figure 7, which contrasts with Figure 2. In Figure 7, updating a subscription involves
unsubscribing the old one (price < 10) and issuing a new subsciption (price < 30). In
a CPSN with parametric subscriptions, � contains predicates, some of which involve
variables local to respective subscribers. Each subscription message sent to a broker
now must include the values of the variables used in the subscription. However, chang-
ing a subscription does not necessarily lead to an unsubscription and a resubscription.
The subscriber (c1 in Figure 7, for example) merely specifies the name of the variable
and its new value.

In Figure 7, when client c1 subscribes to (price < c1.x), the variable c1.x is shared
between c1 and b1. When b1 propagates the subscription to b3, c1.x is mapped to b1.x,
which is shared between b1 and b3. Note that, in Figure 7, updating the value of c1.x,
does not change the structure of the predicate involved. Also, new variables are intro-
duced (by the variable mapping algorithm) only at those predicates containing vari-
ables. If a predicate has subpredicates comparing event attributes with constants, a
change to a constant will result in an unsubscription and a resubscription instead of
an update. To avoid this, we can go a step further and replace all values in predicates
by variables (omitted for simplicity in Figures 5 and 6). A single update message can
then be used instead of two messages (subscription/unsubscription) in further cases,
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Fig. 8. Approximating rapidly increasing or decreasing subscriptions. Our runtime update monitor can
detect rapidly increasing or decreasing variables in subscriptions, and extrapolate the future value of the
variable x at time t2 by fitting a polynomial curve to the data points. Assuming that the subscription is
a < x, in the case of Figure (a), we overapproximate by subscribing to v2 at t1, and in the case of (b), we
overapproximate by retaining the subscription to v1 until t2.

by identifying the previously used variables with the parameters of the new LUB
predicates.

6. HIGH FREQUENCY UPDATES

This section presents approximation techniques to deal with high frequency (HF) up-
dates and pathological cases of updates.

6.1. Causes and Effects

The incidence of high frequency (HF) updates in an application using a respectively
enabled CPS middleware system can either be inherent to the application (e.g., in al-
gorithmic trading certain subscriptions during high market volatility periods depend
on rapidly evolving data) or be due to an error in the application. In both cases, up-
date frequencies increasing beyond certain levels can lead to thrashing at a broker’s
routing tables and predicate posets thereby significantly degrading a CPSN’s through-
put, response time, and event dissemination latency (we will empirically evalute the
extent of this in Section 8). Given that data structures on brokers are shared among
neighboring (next-hop) brokers, publishers, and subscribers, the poor performance of
one broker that is bogged down by pathological update rates can contaminate the re-
maining CPSN.

6.2. Runtime Update Monitor

To detect HF subscription updates and mitigate their effects, we implement a runtime
update monitor (RUM) at each client. The RUM at a subscriber slows the rate of UPD
messages by tracking updates and retaining a history of past updates, extrapolating
from these to predict new subscriptions or update values designed to cover future
updates, thereby reducing the volume of update messages in the CPSN. The RUM at
each subscriber tracks the frequency of updates for each parametric subscription by
counting the number of UPD messages per parameter issued to its edge broker over a
configurable time window δ. When the frequency freq[ x] of updates to a subscription
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Fig. 9. Approximating oscillating variables.

Fig. 10. Algorithm for monitoring high frequency updates to variables within a predicate. The algorithm
assumes for presentation simplicity, at most one variable and one corresponding predicate per subscription.

parameter x exceeds a configurable threshold freqapprox, the update monitor starts to
exploit a history hist[ x] (a sequence) of the values of x. In Figure 10, which depicts
the main RUM algorithm, this occurs at Line 107. For presentation simplicity, the
algorithm assumes at most one variable per conjunction and a single predicate for a
given attribute a (and a single conjunction as before), while a sound conjunction in
Gp could have up to two predicates for an attribute (describing an upper and a lower
bound). Primitive APPROXIMATE is detailed in Figure 11.
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Fig. 11. Algorithm for predicting the value of a subscription parameter x.

6.3. Predicting Values of Subscription Parameters

Predicting the value of x after δ is the best fit to the series of historical data points. This
can be done in two ways: interpolation (where an exact fit to the data is required) or
smoothing (where a function is constructed to approximately fit the data while leaving
out noise and other brief outliers). We employ a cubic spline to fit a smooth curve to
the data. The value of a subscription parameter x at time t is predicted after fitting a
cubic spline to the values of the x observed over the time interval [ t − δ, t].

Figures 10 and 11 show the algorithms used for monitoring and stabilizing HF up-
dates, respectively. Figure 10 presents an algorithm for monitoring high frequency
updates to variables within a predicate. It uses several data structures. hist[ ] is in-
dexed by the name of the variable that is part of some parametric subscription. It
stores a history of each variable used in parametric subscriptions. The frequency of
updates is stored in freq[ ] (See lines 100 and 106). last[ ], also indexed by variable
name, stores the time when the variable was last updated (Line 115). The values stored
in last[ ] are used to compute the configurable time window δ. For a variable x, when
freq[ x] ≥ freqapprox, the RUM starts exploiting a history hist[ x] of values of x (Line 107)
if that history is long enough, i.e., there are enough data points over the time interval
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[ t − δ, t]. If hist[ x] is large enough, approximation starts in case it was not already
enabled (Line 108), otherwise it continues (Line 112). A value of 0 means that the last
update to x was not based on approxmation. If no approximation is possible yet or is
needed anymore (Line 116), then the update is propagated immediately (Line 122).
Here we must consider the possibility that we previously bounded an equality compar-
ison (a = x) by a conjunction with a lower and upper bound (a ≥ x2 ∧ a ≤ x1). In this
case (Line 117), we unsubsribe the bounding subscription (�approx[ x]) and reinstate
the original one (�orig[ x]). Lines 116–120 describe the termination of subscription ap-
proximations, by retrieving the original subscription from �orig[ ].

When approximating a subscription � that previously was not approximated, the
original subscripion � is stored in a hash table �orig indexed by x. Then APPROXIMATE
is called to overapproximate the subscription involving x (see, e.g., Figure 8), just
as in the case where a previous approximation can be superseded. Approximated
subscriptions are stored in a hashtable �approx in canonical form, i.e., with variables
substituted by values to keep track of the last values propagated. The APPROXIMATE
procedure starts by fitting an interpolating cubic spline to the values in the history
hist[ x] (Line 126 of Figure 11). By examining the spline, it is easy to determine
whether x is oscillating or not, which corresponds to the two cases in procedure
APPROXIMATE. (see Figure 9.) When x is oscillating between v1 and v2, with v1 ≥ v2
(Line 127), the new overapproximated subscription �approx is determined by the
operator on the constraint involving x, i.e., a op x. There are four cases. When op is =
(Line 128), a conjunction has to be introduced (a ≥ v1 ∧ a ≤ v2), as mentioned earlier.
In this case, the two variables corresponding to v1 and v2 used for future updates are
stored in vars[ x]. If a conjunction was already created previously (Line 133), then the
upper and lower bounds are adjusted. If op is either < or ≤, then the constraint should
be changed to a op v1, which can be done with a single update message. The case
when op is > or ≥ is analogous. In all cases the previous exact or overapproximated
subscription (stored in �orig) is then canceled. If x is not oscillating (Line 144), then the
value v′ of x after a time period δ has to be predicted by extrapolating the spline. If the
previous approximation or subscription contained an upper bound v′′ and the value of
the underlying variable is projected to increase to v′, then the upper bound is adjusted
to that value (Line 147). The inverse happens for lower bounds and projected decreases
(Line 152). Note that these two cases can occur for the same subscription, namely, one
that was generated as a conjunction from an equality. This can have occurred both in
the case of a projected continuous in- or decrease of the variable’s value as discussed
next, or after a previous approximation determined based on an identified oscillation,
and is identified by the presence of a respective variable pair for x (Lines 148 and 153,
respectively). If the subscription is an equality that is approximated for the first time
(Line 157), then the subscription generated is lower bounded by the projected value
in the case of a decrease and upper bounded by the previous value (Line 159). In the
case of a projected decrease, the upper bound is based on the projected value and the
lower bound on the previous one (Line 163). Note that both cases include the actually
changed value—they are clear overapproximations—and so no events can be missed
as a result of the approximation. The same holds for any of the other cases.

7. IMPLEMENTATION

To demonstrate the performance benefits of parametric subscriptions, we have imple-
mented our routing algorithms in our own CPSN devised in the context of EventJava
[Eugster and Jayaram 2009] and also as an extension to Siena [Carzaniga et al. 2001].
Figure 12 presents an overview of these implementations. This will allow us to illus-
trate that our proposed support can benefit different CPSNs.

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.



�

�

�

�

�

�

�

�

4:20 K. R. Jayaram et al.

Fig. 12. Implementing parametric subscriptions.

7.1. EventJava

EventJava is an extension of Java for generic event-based programming, which sup-
ports the expression of event correlation, multicast, asynchronous event consumption
(subscriptions), as well as synchronous consumption (message queuing), in an inte-
grated manner. Parametric subscriptions are supported naturally in EventJava as ex-
pressed in the example in Section 4.2, by allowing fields of subscriber objects to be used
in event method guards.

EventJava is implemented as a framework, with substitutable runtime components
for event propagation, filtering, and correlation. The EventJava compiler [Eugster
and Jayaram 2009], implemented in the Polyglot extensible compiler framework
[Nystrom et al. 2003], compiles EventJava programs into regular Java programs,
generating code for the production and reification of events, and the glue necessary for
EventJava applications to interface with a wide variety of other middleware systems
(e.g., JGroups, Siena) through a wrapper API for those. EventJava’s default publish/
subscribe middleware uses the Rete algorithm [Forgy 1979] for event forwarding. We
have extended the EventJava [Eugster and Jayaram 2009] compiler (see Figure 12(a))
with an additional pass to track changes in the values of variables used in parametric
subscriptions. The compiler translates EventJava to standard Java together with
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Fig. 13. Instrumentation ( highlighted ) to track field updates. Subscription parameters are italicized. Cor-
responding lock field(s) are additionally underlined.

calls to the framework components, instrumenting assignments to relevant fields in
order to issue UPD messages. It relies on a specialized static analysis, leading to the
following steps.

(1) Identify all fields used in subscriptions and all assignments to such fields.
(2) Inject code to issue an UPD message after an assignment.
(3) Protect an assignment together with the sending of the UPD message by a field-

specific FIFO lock added to the respective class. This ensures that the update oc-
curs in mutual exclusion with respect to other instrumented assignments to the
same field, preventing race conditions/lost updates.

This analysis is performed as a prestage to the transformation of the program from
EventJava to Java. Figure 13 illustrates the process for the example of Section 4.2.
The italicized variable lastBuy constitutes the subscription parameter.

To deal with the case where an end broker is not able to handle the updates gener-
ated by a subscriber or downstream broker, UPD messages are buffered at subscribers
and any pending update in the buffer for a given variable is overwritten by any new
one for that same variable.

To ensure completeness of the static analysis, fields that can be used in guards are
currently limited to protected and private fields of primitive types, e.g., float.

7.2. UPDSiena

Siena was chosen instead of other systems because it is the only publicly available open
source CPSN with good performance. The source code was necessary because we had
to implement our algorithms in existing systems to measure the gains in performance
due to our proposal. We extended the Java Siena implementation (see Figure 12(b)) to
support a new message type named UPD (update) sent from subscribers to edge brokers
and from edge brokers to the their neighboring brokers. When defining a subscription,
a user can optionally specify a variable for each predicate in the subscription, which
will be later used to update the respective predicate in the broker network. The class
HierarchicalSubscriber implementing broker functionality was modified to create a new
set of variables once a new predicate gets added to the root of a poset analogously to
what is described in Figure 6. These can be used to update the subscription with the
parent broker. Other classes modified include Poset, Filter, and ThinClient. Java applica-
tions can exploit our parametric subscription in UPDSiena as well as in our EventJava
CPSN through an API, i.e., independently of EventJava.
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7.3. Parametric Expressions

Let us consider another example for parametric subscriptions, namely that of a nav-
igation system that uses a satellite/Internet connection and GPS sensors to display
traffic information around the current location (GPS x and y coordinates) of an au-
tomobile. The navigation system subscribes to trafficDensity events produced within a
certain range. This can be expressed in EventJava as follows (the variables constitut-
ing subscription parameters are again italicized).

class TrafficMonitor {
float myXPos, myYPos, myXRange, myYRange;
. . .
TrafficMonitor(. . . ) {. . . /* Init values */ }

// Subscribe to events from (X, Y) s.t.
// abs(myXPos - X) ≤ myXRange and abs(myYPos - Y) ≤ myYRange
event trafficDensity(float vehiclesPerSec, float xPos, float yPos)

when (xPos >= myXPos − myXRange && xPos <= myXPos + myXRange) &&
yPos >= myYPos − myYRange && yPos <= myYPos + myYRange) {
. . . // E.g., update navigation screen

}

void setXPos(float newXPos) { myXPos = newXPos; }
}

Observe that our core model of parametric subscriptions introduced in Section 4
and used to derive routing algorithms in Section 5 does not support such complex ex-
pressions on variables in a subscription, though our implementation can easily deal
with them. In fact we omitted such expressions so far to simplify the presentation
in Section 4. In addition, our API for parametric subscriptions does not support such
expressions, as that would bloat the API, while its implementation does not necessi-
tate new algorithms. Through the use of our EventJava language, both of our CPSN
implementations for parametric subscriptions can support the following augmented
grammar Ge for subscriptions � (changes and additions are highlighted ):

©Ge Subscription � ::= � ∨ � | �

Conjunction � ::= � ∧ P | P

Predicate P ::= a op expr

Operator op ::= ≤ | < | = | > | ≥
Expression expr ::= x | v | expr aop expr

Arithmetic Operator aop ::= + | − | × | /

To implement parametric subscriptions with expressions on the right-hand side of
a comparison operator, the compiler simplifies such expressions by introducing vari-
ables into the program that represent their values directly in the respective predi-
cates. For example, the subscription in the TrafficMonitor class is translated as outlined

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.



�

�

�

�

�

�

�

�

Parametric Content-Based Publish/Subscribe 4:23

Fig. 14. Translating expressions in predicates to use single variables. Backlit portions are compiler-
generated; italicized variables represent actual subscription parameters.

in Figure 14. Backlit portions are compiler-generated. Italicized variables represent
actual subscription parameters. Locks are omitted for presentation simplicity.

In this example, each expression in the subscription is captured by a variable that
the compiler introduces, e.g., gen1 captures the value of the combined expression
myXPos − myXRange. The compiler also generates code to initialize gen1 after each of
its components (myXPos and myXRange) is initialized. Also, whenever the value of any
component changes, as in method setXPos(), the values of all generated variables de-
pending on that component (myXPos) are recomputed and corresponding UPD requests
are issued to the CPSN.

8. EVALUATION

The goal of our experimental evaluation is to demonstrate improvements in perfor-
mance due to parametric subscriptions by comparing two CPSNs against respective ex-
tensions supporting parametric subscriptions. The difference between the two CPSNs
lies in the algorithms employed for subscription summarization and event matching—
CPSN algorithms typically trade space for time. While our own CPSN implemented in
EventJava using the Rete algorithm [Forgy 1979] for matching yields higher through-
put than Siena; it requires more space, i.e. memory, which is why we compare both
CPSNs against their respective extensions using micro benchmarks as well as two
synthetic benchmarks based on real-world application scenarios: highway traffic man-
agement (HTM) and algorithmic trading (AT). For both benchmarks, we compare the
two bare CPSNs—making use of resubscriptions—against respective extensions using
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parametric subscriptions. In all the graphs in this section that illustrate the results of
our experimental evaluation, confidence intervals are at the 95% confidence level.

In general, we observe that parametric subscriptions significantly increase the per-
formance of content-based publish/subscribe networks. We use four metrics to measure
performance, as defined in the next section. But, the two key metrics are throughput
and event propagation latency of the CPSN. We observe that the use of parametric
subscriptions enables a CPSN to sustain high throughput and low latency even when
the frequency of subscription updates is high, and enables the CPSN to scale to a large
number of subscribers. However, we also observe that the magnitude of performance
enhancements are application dependent, but nevertheless significant in all the sce-
narios that we evaluate. At the level of the CPSN, since application characteristics
manifest through the extent to which subscriptions at a broker cover each other, we
demonstrate that performance benefits are significant across different coverage lev-
els. We also demonstrate that the use of parametric subscriptions incurs only minimal
memory overhead at brokers.

The performance benefits of parametric subscriptions are due to a combination of
several factors. First, the size of an update message involving a subscription parame-
ter is smaller than the size of a resubscription involving a whole subscription predicate.
Second, a subscription update is performed by sending a single message to update a
parameter rather than by sending two messages (an unsubscription and a resubscrip-
tion). Consequently, data structures at a broker have to be updated once instead of
twice. As the number of data structure updates decreases at a broker, more resources
are available to match events to subscriptions and propagate them to subscribers. This
increases the overall efficiency and scalability of the CPSN.

8.1. Metrics

To assess the benefits and cost of our support for parametric subscriptions we use five
metrics.

(1) Delay. To assess COVERAGE in practice we measure the delay between an update
and the reception of the first corresponding event. If a subscriber ci changes its
subscription �i to �′

i at time t0, and the first event matching �′
i but not �i, is

delivered at time t1, then the delay at subscriber ci is defined as t1-t0. The event
that matches �′

i but not �i may already be present in the edge broker because
some other subscriber may be interested in it. It is not necessary for a subscription
update to be propagated throughout the CPSN overlay network to the publishers
before an event that matches the new subscription is delivered. Hence delay need
not be greater than latency.

(b) Throughput. To gauge the load imposed on the system to achieve STRICTNESS, we
evaluate throughput in the presence of an increasing number of updates. More pre-
cisely we consider the average number of useful events delivered by a subscriber
per second. This throughput depends on the number of publishers, event produc-
tion rates at each publisher, the selectivity of the subscriptions of the subscribers,
and the rate at which each subscriber updates its subscriptions. Selectivity of a
subscription is the probability that an event matches a subscription. A selectiv-
ity of 1.0 implies that a subscription is satisfied by every published event of the
respective type and a selectivity of 0.0 implies that none do.

(c) Spurious events. The effect of inefficient updates might be offset if brokers are
powerful dedicated servers, or individual clients are only interested in few events
to start with. Increased stress might otherwise manifest, especially on resource-
constrained clients. To gauge this stress, we measure the amount of spurious
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events delivered by clients.4 If a subscriber ci changes its subscription �i to �′
i

at time t0, then spurious events are those matching �i but not �′
i and received by

the client after t0 and filtered out locally (see line 42 in Figure 5). Spurious events
capture the overhead imposed on clients.

(d) Latency. We use the term latency to refer to event dissemination latency. If an
event e is produced at time t1 and is received by a subscriber at time t2, then the
dissemination latency of that event is t2 − t1. Since we average over a number of
runs with the same deployment for all scenarios and systems and the goal is not to
measure exact latency but rather to gauge (relative) improvements, the clocks of
publisher and subscribers do not need to be perfectly synchronized. Nonetheless,
and regardless of the fact that our routing algorithms described in this article do
not require or directly benefit from synchronized clocks, we ensured that clocks of
publishers and subscribers were synchronized for the experiments that measured
latency.

(e) Memory. In existing CPSNs, brokers store subscriptions and buffer events before
deciding whether they should be forwarded to a downstream broker. Our algo-
rithms require brokers to also store subscriber state in the form of variables used
in subscriptions. Consequently, this metric measures the overhead of employing
parametric subscriptions in a CPSN. We compare the memory (RAM) needed to
support parametric subscriptions in a broker to memory required for the same
number of static subscriptions with updates implemented as resubscriptions.

In summary, high throughput, low latency, low delay, low number of spurious events,
and low memory usage are desirable.

8.2. Single-Broker Micro Benchmarks

In this simple experiment, we consider a single broker connected to 5 publishers and 10
subscribers. We use 100 different synthetic event types, with each event type contain-
ing five attributes and each publisher publishing 20 different event types. The publica-
tion rate of events at each publisher is constant. And each subscriber subscribes to all
100 event types, but with different subscription predicates. The purpose of this exper-
iment is to compare the performance of UPDSiena and EventJava against Siena and
EventJava (re-subs) respectively by varying two experimental parameters, namely (1)
the rate at which subscribers update their subscriptions, and (2) the extent to which
subscriptions arriving at the broker cover each other. In the following experiments, the
phrase “x% of subscriptions arriving at a broker cover each other” means that (100-x)%
of subscriptions at a broker are not covered by any other subscription.

The central claim of this article is that the use of parametric subscriptions decreases
the number of updates that have to be made to broker data structures (posets in par-
ticular) and decreases the number of subscriber-broker and broker-broker control mes-
sages, thereby increasing the efficiency of event processing at each broker and making
the handling of subscription updates more efficient. We vary the update rate at each
subscriber because we have to demonstrate that parametric subscriptions increase the
efficiency of event processing at a broker as the update rate increases. We vary the
extent to which subscriptions cover each other because this affects the depth of the
poset, the size of the subscription summary, and consequently the number of nodes in
the poset that have to be updated for each subscription change.

This micro benchmark therefore measures the throughput associated with a single
broker, and the latency induced by it into the propagation of an event from a publisher
to a subscriber. Figures 15 and 16 plot the results of our experiments using this micro

4Spurious events corresponds to the notion of “recall” used in other communities.
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Fig. 15. Single node Siena micro benchmarks—Throughput and Latency. We vary both the update fre-
quency and coverage.

benchmark. We observe that, when the frequency of updates increases, the throughput
decreases rapidly for a CPSN using resubscriptions and that the throughput decreases
at a much lower rate for a CPSN using parametric subscriptions. The broker, in this
experiment, is processing two different kinds of messages, namely, subscription up-
dates and events. With the rate of arrival of events being held constant, the decrease
in throughput can only be explained by the increased resources necessary to process
subscription updates.

Furthermore, the variation in throughput with respect to coverage demonstrates
how throughput changes with respect to application characteristics. One key way in
which applications using CPSNs differ is the extent to which subscriptions cover each
other. We observe that throughput increases with coverage irrespective of the fre-
quency of updates in a CPSN using parametric subscriptions, but the difference in
throughput narrows in a CPSN that uses resubscriptions. To illustrate this, consider
Figure 15(c). The throughput of UPDSiena (100%) is higher than that of UPDSiena
(67%). This is because, the depth of the poset in the broker in UPDSiena (100%) is
higher than that of UPDSiena (67%). A similar trend can be seen in EventJava in
Figure 16(c). Consequently, if an event doesn’t match a subscription, it doesn’t have to
be evaluated on the subtree rooted at that subscription in the poset. Hence, an event
has to be potentially checked against fewer subscriptions, thereby increasing through-
put. However, in a CPSN that uses resubscriptions, the increased load on the broker
obviates any increase in throughput that results from increased coverage.
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Fig. 16. Single node EventJava micro benchmarks—Throughput and Latency. We vary both the update
frequency and coverage.

The drop in Siena’s and EventJava’s throughput when the update rate increases in
Figures 15 and 16 is due to the increased amount of time spent processing unsub-
scriptions and (re-)subscriptions (we also demonstrate this empirically in Figure 17)—
recall that both operations involve computing the least upper bound and rearranging
subscriptions in a poset, the complexity of which is linear in the size of the poset. How-
ever, Siena’s throughput drops at a much faster rate than EventJava because the same
poset is used for event forwarding. On the other hand, the throughput of EventJava
degrades at a slower rate with an increasing update frequency as opposed to Siena
because Rete constructs a separate event flow graph to match subscriptions to events,
representing each subscription as a chain of nodes. Hence, event filtering and forward-
ing at EventJava brokers is independent of the updates to the poset.

The trend in latency is the inverse of the trend in throughput, as shown by
Figures 15 and 16. In summary, the throughput of UPDSiena is up to 3.77× that of
Siena at 0% coverage and 4.37× that of Siena at 33% coverage. The corresponding
numbers for 67% coverage and 100% coverage are 3.43× and 3.30× respectively. The
throughput of EventJava is up to 1.45× that of EventJava (resubs) at 0% coverage, and
up to 1.78× at 100%. The improvement in throughput is more pronounced in the case
of Siena because its matching algorithm that uses the poset is inefficient. However,
EventJava’s Rete algorithm is much more efficient than that of Siena and therefore
the overhead of subscription updates is less pronounced in the case of EventJava.

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.



�

�

�

�

�

�

�

�

4:28 K. R. Jayaram et al.

Fig. 17. Single node micro benchmarks for waiting time—the time that an event waits in buffers at the
broker before being matched to subscriptions. This shows that brokers spend more resources processing
subscription updates when the frequency of updates is increased.

To prove empirically that the broker spends more resources processing subscription
changes at a high update rate, we also measure the waiting time, which is the time an
event spends waiting in a broker’s buffer before the broker tries to match it to existing
subscriptions. The results for waiting time are shown in Figure 17. We observe that
the trend in waiting time closely follows that of latency, indicating that it is a main
component of latency. We also observe from Figure 17 that as the frequency of updates
increases, the waiting time increases for a CPSN that uses resubscriptions. But, the
use of parametric subscriptions results in a slower increase in waiting time as the
update frequency increases. The increased waiting time can only be the result of the
broker’s increased use of resources in processing resubscriptions, because the rate of
arrival of events is held constant. We also observe from Figure 17 that waiting time
increases at a much faster rate as the coverage decreases both in the case of Siena and
EventJava. This, again, is because the depth of the poset increases with coverage.

8.3. Micro Benchmarks Involving Overlay Networks

In this section, we extend the micro benchmarks to overlay networks. To demon-
strate that the performance benefits of parametric subscriptions are significant
for applications with different characteristics, we examine four scenarios for both
UPDSiena vs. Siena and EventJava vs. EventJava (resubs), corresponding to four
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Fig. 18. Siena microbenchmarks on an overlay network—0% and 33% coverage.

different coverage ratios among subscriptions, namely 0, 33%, 67%, and 100%.
Figures 18 and 19 compare the performance of UPDSiena against Siena. Figures 20
and 21 compare the performance of EventJava against EventJava (re-subs). In
Figures 18 and 19, we vary the coverage among subscriptions from 0% to 100%, while
also increasing the update rate from 0 to 100 updates/s. We use 20 publishers, 20
brokers, and 200 subscribers, with the brokers arranged in a nonhierarchical acyclic
graph overlay network. The subscribers and publishers are uniformly distributed over
the overlay network, i.e., there are 10 subscribers per broker and one publisher per
broker.

From Figures 18 and 19, we observe that an increase in coverage increases through-
put and decreases delay, latency, and spurious events. This is similar to the trends in
the single-node setup in Section 8.2. What we observe in this section is the aggregation
of the trends in performance over a number of brokers in the overlay network. We ob-
serve that, when the frequency of updates increases, the throughput decreases rapidly
for a CPSN using resubscriptions and that the throughput decreases at a much lower
rate for a CPSN using parametric subscriptions. The overlay network, in this experi-
ment, is processing two different kinds of messages, namely, subscription updates and
events. The decrease in throughput can be explained only by the increased resources
necessary to process subscription updates, an extension of the behavior observed in
Section 8.2, where the processing of updates at each intermediate broker slows down
the flow of events. The drastic drop in Siena’s throughput when compared to EventJava
is due to the use of the poset for subscription summarization and event matching as
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Fig. 19. Siena microbenchmarks on an overlay network—67% and 100% coverage.

opposed to the Rete algorithm in EventJava as observed in the single node benchmarks
of Section 8.2.

The trend in EventJava’s performance also closely follows that of the corresponding
single node benchmarks. Latency is inversely proportional to throughput, for all CP-
SNs under all the scenarios of Figures 18,19, 20, and 21. For a given coverage among
subscriptions, the latency at 0 updates/s of both versions of EventJava is only slightly
lower than that of the corresponding versions of Siena, in spite of the throughput of
Siena being much lower than that of EventJava. Hence, at 0 updates/s, communication
and buffering delays are the dominant factors in the event dissemination latency of a
CPSN, and employing a more efficient event matching algorithm only has a small ef-
fect on latency. But as the frequency of updates increases, the latency of Siena is much
higher than that of EventJava. Hence, we observe from Figures 18,19, 20, and 21 that
at a higher frequency of updates, a more efficient matching algorithm significantly
decreases latency up to 50% in certain cases.

We also observe that delay increases with a decrease in coverage, as well as with
an increase in update rate. The drastic increase in delay in the case of Siena is due
to inefficient event processing and inefficient handling of subscription updates by a
Siena broker. The trend in spurious events is directly proportional to delay—with an
increase in delay in processing a subscription update at the edge broker, more spurious
events reach the subscriber. So, in summary we observe that delay and the frequency
of spurious events increase with an increase in update rate, irrespective of the the
coverage among subscriptions. Also, with an increase in coverage, both delay and the
frequency of spurious events decrease for any given update rate.
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Fig. 20. EventJava microbenchmarks on an overlay network—0% and 33% coverage.

8.4. Highway Traffic Management (HTM) Benchmark

We further evaluate parametric subscriptions using two synthetic benchmarks. The
first of the two is a traffic management benchmark. Publish/subscribe systems have
been used in several traffic management systems, the best example being the Tokyo
highway system [Schneider 2013]. We do not have access to the traces of a real HTM
system, and hence we create a traffic management scenario that is as realistic as pos-
sible from descriptions, e.g., Schneider [2013].

8.4.1. Scenario. As illustrated in Figure 22, such a system consists of a CPSN with
several sensors and cameras located at various points along the highway, monitoring
road conditions, traffic density, speeds, temperature, rainfall, snow, and so on. So pub-
lishers are the various sensors and the subscribers are vehicles, and traffic monitoring
stations. Consider a vehicle equipped with a GPS-based navigation system (which can
either be the system installed in the vehicle or the system in a tablet/smartphone held
by driver/passenger) driving along the highway. Typically, the navigation system is
interested in traffic density in the geographic area around it—an example being red,
yellow, and green colored highways in Google Maps.5 Sometimes the system also serves
local advertisements from merchants in the vicinity of the driver.

The navigation system uses this information to plot alternate routes—with min-
imum traveling time—to the destination. Each sensor connects to one broker, and

5http://maps.google.com. Select a U.S. city and click on “Traffic”.
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Fig. 21. EventJava microbenchmarks on an overlay network—67% and 100% coverage.

publishes events to the CPSN. While traveling a portion of the road covered by a
broker, a car navigation system connects to the broker and subscribes to events of
interest, parameterized by current location (GPS coordinates). The location of a mov-
ing car changes constantly and thus the navigation system updates its subscriptions
periodically, or as initiated by the driver. Brokers in an HTM system are usually inter-
connected by a wired network.

8.4.2. Setup. We used a traffic management CPSN based on Schneider [2013]. We as-
sume a region with intersecting highways, the exact layout of the highways being the
layout of interstate highways in the Chicago metro area. The total length of all high-
ways is 100 miles, with publishers (sensors) distributed along the highway. We assume
that the number of publishers is constant at 200, with each publisher covering a 0.5
mile stretch of highway. We vary the number of subscribers (vehicles) and the update
rate at each subscriber in this experiment. CPSNs in traffic management are not hi-
erarchical, because highways around major urban cities are not hierarchical. Hence
the only assumption on the CPSN used for this benchmark is that it is a connected
undirected graph.

First, we keep the number of subscribers constant at 15,000, with 100 subscribers
connecting to a broker (the edge broker). We then increase the update rate at each edge
broker from 0 updates/s to 100 updates/s. A subscriber subscribes to 25 publishers in
its vicinity. 100 updates/s refers to a subscriber updating one of its subscriptions to one
of the 25 publishers every second. Hence each subscription of a subscriber is updated
every 25 seconds, which does not correspond to an aggressive subscriber. We shall
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Fig. 22. Portion of an event-based HTM system. The red triangles are sensors, the dark black lines are
highways, the blue hexagons are brokers, and the green circles indicate the ranges of the brokers.

observe in the following sections, that even a relatively low rate of subscription updates
leads to a significant improvement in performance. A key question to be answered for
the experimental setup is a realistic update frequency at which the various CPSNs
have to be evaluated. The update frequency—the rate of subscription updates—is de-
pendent on the following parameters: (1) the length of highway controlled by a broker
(Highway-length), (2) periodicity of subscription updates by the navigation system (Pe-
riodicity), and (3) average number of appropriately equipped vehicles on the stretch
of highway controlled by a broker (Vehicles). In this benchmark, we only consider the
case where traffic is not stagnated on spots on the highway. During traffic stagnation,
the frequency of updates is 0 updates/s, and the CPSN does not have to handle rapid
subscription updates from the region where traffic is stagnated. But the designer of
an HTM system has to handle the case when traffic is free-flowing, when there are
periodic subscription updates as the subscriber moves—our benchmark captures this
scenario.

Then, we keep the update rate at each edge broker constant at 50 updates/s and in-
crease the number of edge brokers from 8 to 150 (and hence the number of subscribers
from 800 to 15,000). This being a synthetic benchmark, we increase the number of
brokers along with the number of subscribers because we do not want to overload a
broker. In a real HTM system, this would involve load balancing and dynamically pro-
visioning more brokers in a data center as the number of subscribers increases. We
ignore these costs in this experiment to gauge the impact of parametric subscriptions
on the performance of the content-based publish/subscribe system.

8.5. Algorithmic Trading (AT) Benchmark

Algorithmic trading (AT) is the use of computer programs for entering trading orders,
with the computer algorithm deciding on aspects of the order such as the timing, price,
or quantity of the order, and in many cases initiating the order without human inter-
vention. AT is widely used by pension funds, mutual funds, and other buy-side (in-
vestor driven) institutional traders, to divide large trades into several smaller trades
in order to manage market impact, and risk [AITE 2005; The Economist 2009]. In
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algorithmic trading, computers initiate orders based on information that is received
electronically, before human traders are even aware of it.

There are different types of algorithmic trading (AT) with different latency require-
ments6. There are algorithmic traders who thrive on extremely high-frequency trading
where they exploit pennies in the difference of prices between stocks across different
exchanges, which may be due to momentary exchange rate fluctuations. There are also
traders for whom the profit is purely the result of being the first to trade. Such trading
applications require a substantially different network design—such traders pay mil-
lions of dollars in rent to colocate the trading computer in the same room as the stock
exchange and have fiber optic links and FPGA-based event processing infrastructure.
But there are other algorithmic traders whose profits are not solely based on being
the first in the game. Content-based publish/subscribe networks (CPSN) are useful for
such traders. In fact, Marketcetera [Fernando, Stephen 2013] is an open-source algo-
rithmic trading platform endorsed by the New York Stock Exchange [NYSE 2013] for
trading that relies on a CPSN called ActiveMQ, whose latencies are comparable to
UPDSiena. NYSE also plans to offer Marketcetera as a Web service [NYSE 2013].

8.5.1. Scenario. We consider the monitoring component of an algorithmic commodity
trading system. By commodities, we mean basic resources and agricultural products
like iron ore, crude oil, ethanol, sugar, coffee beans, soybeans, aluminum, copper, rice,
wheat, gold, silver, palladium, or platinum. We use a CPSN that disseminates com-
modity prices with 20 brokers, 5 publishers, and 150 subscribers.

8.5.2. Setup. In AT, the number of publishers is small—commodity prices are pub-
lished by commodity exchanges and stock quotes by stock exchanges. For this bench-
mark, we assume that a subscriber is a computer at an AT firm. Our benchmark had
200 event types, which includes the price quotes of 100 commodities, analyst predic-
tions, and so on. In the experimental setup used for this benchmark, we employed a
hierarchical broker overlay network, as recommended by the Marketcetera documen-
tation [Fernando, Stephen 2013]. A hierarchical broker overlay network is typical in
stock and commodity price quote dissemination. Stock and commodity markets pub-
lish quotes and information into a market data system, like Dow Jones newswires and
Reuters Market Data Systems (RMDS), which are at the top of the hierarchy. At the
next level are large clearing houses (e.g., Goldman Sachs, Merrill Lynch, J.P Morgan).
The next level contains large brokerages and trading firms, to which small trading
firms connect. In the overlay network used for this benchmark, publishers and sub-
scribers are separated by at least 3 brokers. The subscriptions used in this benchmark
were inspired by the subscriptions in the sample trading application that is included
with the Marketcetera trading platform [Fernando, Stephen 2013]. The distribution of
operators in subscriptions in this benchmark was 35% ≤, 33% ≥, and 32% =.

8.6. Infrastructure

All brokers were executed on dual core Intel Xeon 3.2GHz machines with 4GB RAM,
running Linux, with each machine executing exactly one broker. Subscribers were de-
ployed on a 16-node cluster, where each node is an eight-core Intel Xeon 1.8GHz ma-
chine with 8GB RAM, running Linux, with 8 subscribers deployed on each node (one
subscriber per core). Publishers were deployed on dual core Intel Pentium 3GHz ma-
chines with 4GB RAM, with no more than 2 publishers per machine (one publisher per
core). Deploying publishers, subscribers, and brokers on different nodes ensured that
all relevant communication (publisher-broker, broker-broker, and subscriber-broker)

6http://en.wikipedia.org/wiki/Algorithmic trading gives an overview.
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Fig. 23. Performance improvements for HTM and AT with parametric subscriptions. EventJava is
abbreviated as EJ. The number of subscribers in AT and edge brokers in HTM is held constant at 150 and
the frequency of updates is increased from 0 to 100 updates/s.

Fig. 24. Performance improvements for HTM and AT with parametric subscriptions when the update fre-
quency is held constant at 50 updates/s/subscriber and the number of subscribers in AT and edge brokers in
HTM is increased. EventJava is abbreviated as EJ.

was over a network, and in many cases across LANs. 10msec delays were added to each
network link to simulate wide area network characteristics as is done in EmuLab7-
based deployments. The 10 msec value was chosen because the average RTT (two ways)
between our computers at Purdue and some stock exchange Web sites in New York and
Europe was approximately 23 msec.

8.7. Summary of Benefits

The performance improvements of UPDSiena over Siena, and EventJava (with para-
metric subscriptions) over EventJava (with resubscriptions) respectively are summa-
rized in the tables in Figures 23 and 24 and detailed in Figures 25–30. In summary, we
observe that the throughput of a CPSN supporting parametric subscriptions is higher
than the corresponding version that uses resubscriptions. The difference in through-
put increases as the frequency of updates increases or when the number of subscribers
increases. The event dissemination latency is lower in a CPSN supporting parametric
subscriptions. The difference in latency becomes more pronounced as the frequency
of updates or the number of subscribers increases. Similar trends can be observed for
delay and the frequency of spurious events.

8.8. Throughput

From Figure 25, we observe that in the absence of updates, the throughput of UP-
DSiena is equal to that of Siena and the throughput of EventJava (with support for
parametric subscriptions) is almost equal to that of EventJava (with resubscriptions).
This is true for both HTM and AT benchmarks. Thus, supporting parametric subscrip-
tions to a CPSN has a negligible overhead on the throughput of the CPSN. Also, the
raw throughput (the throughput at 0 updates/s) of EventJava is much higher than

7http://www.emulab.net
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Fig. 25. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the throughput of Siena and EventJava’s Rete-based CPSN.

that of Siena. This is because the CPSNs use different algorithms for event matching
as explained in Section 7. Rete, the algorithm used by EventJava uses more memory
but is more efficient than Siena’s poset-based matching algorithm. This has been ob-
served by other authors, see, for example PADRES [Li et al. 2005], XSiena [Jerzak and
Fetzer 2008], as well as our micro benchmarks in Sections 8.2 and 8.3. From our micro
benchmarks, we have observed that EventJava has a much higher throughput than
Siena even when coverage among subscriptions is changed along with the update rate
at the subscriber, as shown by the micro benchmarks.

Figure 25 shows the difference in throughput when the size of the network (in terms
of the number of subscribers) is held constant and the frequency of updates is in-
creased. For the experiments in Figure 25, we use a CPSN with 170 brokers, 200 pub-
lishers, 150 edge brokers, and 15,000 subscribers (100 per edge broker) for the HTM
benchmark, and 20 brokers, 5 publishers, and 150 subscribers for the AT benchmarks.
As explained in Section 8.4.2, since it is unrealistic to expect 100 updates/s/subscriber
for HTM, we plot the throughput against the updates/s/edge broker.

From Figures 25(a) and 25(c), we observe that the trend in throughput is similar
for both HTM and AT in the case of UPDSiena and Siena. Even at 10 updates/s, we
observe a 6% to 13% increase in throughput in UPDSiena. The maximum increase
in throughput is 4.4× (for AT) and 7.87× (for HTM). Even at the halfway mark of
50 updates/s, we observe an increase in throughput of 2.57× (for AT) and 2.24× (for
HTM) respectively. On the other hand, from Figures 25(b) and 25(d), we observe that
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Fig. 26. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the throughput of Siena and EventJava’s Rete-based CPSN.

the maximum increase in throughput is only 31% (for AT) and 52% (for HTM). The
corresponding increase at 10 updates/s and 50 updates/s for EventJava (with updates)
is 7% and 16% for AT and 23% and 43% for HTM. Thus, we observe that the throughput
of Siena (with resubscriptions) drops at a faster rate than that of EventJava (with
resubscriptions).

The drastic drop in Siena’s throughput in both benchmarks (Figures 25(a) and 25(c))
is due to the increased amount of time spent processing unsubscriptions and (re-
)subscriptions—recall that both operations involve computing the least upper bound
and rearranging subscriptions in a poset, the complexity of which is linear in the size
of the poset. The same poset is used for event forwarding. On the other hand, the
throughput of EventJava degrades more gracefully with an increasing update fre-
quency (Figures 25(d) and 25(b)) as opposed to Siena (Figures 25(c), 25(a)) because
Rete constructs a separate event flow graph to match subscriptions to events, repre-
senting each subscription as a chain of nodes. Hence, event filtering and forwarding at
the brokers is independent of the updates to the poset. This is the same as observed in
the micro benchmarks of Sections 8.2 and 8.3.

Figure 26 shows the effect on throughput when the frequency of updates is held con-
stant at subscribers (and consequently at edge brokers) and the number of subscribers
is increased from 10 to 150 in AT and from 1000 to 15,000 in HTM. Since we assign
100 subscribers to an edge broker in HTM, in Figures 26(a) and 26(d), we increase
the number of edge brokers from 10 to 150. From all four subfigures of Figure 26,
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Fig. 27. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the event dissemination latency of both Siena and EventJava’s Rete-based CPSN.

we observe that in all CPSNs with or without support for parametric subscriptions,
the throughput decreases with an increasing number of subscribers. This is because,
the total number of subscriptions in the CPSN increases as the number of subscribers
increases, thereby increasing the load on the brokers in the CPSN. The magnitude
of this decrease depends on the time complexity of the subscription summarization
and event matching algorithms of the CPSN. Between 8 and 150 subscribers in AT,
the throughput of EventJava (with updates) drops only 17% but the throughput of
UPDSiena degrades by 77% due to Rete being more efficient than poset-based match-
ing. The corresponding numbers for HTM, between 8 and 150 edge brokers, are 18%
and 45%.

Also, as the number of subscribers/edge brokers increases, the throughput of the
CPSN using resubscriptions drops significantly. The use of parametric subscriptions
increases throughput by 1.45× for EventJava and 1.97× for UPDSiena in the AT
benchmark and by 2.21× for EventJava and 4.08× for UPDSiena in HTM. The cor-
responding numbers when using a network with half the number of subscribers are
1.34×, 1.66×, 1.76×, and 2.74× respectively.

8.9. Latency

From Figure 27, we observe that in the absence of updates, the event dissemination
latency of a UPDSiena CPSN is equal to that of Siena and the latency of EventJava
(with updates) is almost equal to that of EventJava (with resubscriptions). This is true
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Fig. 28. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the event dissemination latency of both Siena and EventJava’s Rete-based CPSN.

for both HTM and AT benchmarks. Thus, the addition of parametric subscriptions to a
CPSN has a negligible effect on the latency of the CPSN in the absence of subscription
updates. In general, latency is expected to be inversely proportional to the through-
put of a CPSN—the throughput of a CPSN gauges the event-processing load that the
CPSN can support. Consequently, if more events can be processed by the CPSN, and
if there are no network delays, an event is expected to reach the subscriber faster,
thereby decreasing the dissemination latency. The latency at 0 updates/s of both ver-
sions of EventJava is only slightly lower than that of the corresponding versions of
Siena. Hence, at 0 updates/s, communication and buffering delays are the dominant
factors in the event dissemination latency of a CPSN, and employing a more efficient
event matching algorithm only has a small effect on latency, as observed in the micro
benchmarks in Sections 8.2 and 8.3.

However, the inverse proportionality between throughput and latency is visible
when the frequency of updates is increased. Figure 27 shows the difference in latency
when the size of the network (in terms of the number of subscribers) is held constant
and the frequency of updates is increased. From Figures 27(a) and 27(c), we observe
that the trend in latency is similar for both HTM and AT in the case of UPDSiena
and Siena. Even at 10 updates/s, we observe a 55% to 58% decrease in latency in UP-
DSiena. The maximum increase in latency is 1.96× (for AT) and 1.94× (for HTM) in
the case of Siena (re-subs). Even at the halfway mark of 50 updates/s, we observe an
increase in latency of 1.69× (for AT) and 1.79× (for HTM) respectively in the case of
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Fig. 29. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the reaction time (delay) in both Siena and EventJava’s Rete-based CPSN.

Siena. On the other hand, from Figures 27(h) and 27(d), we observe that the maximum
increase in latency is only 1.37× (for AT) and 1.44× (for HTM) in the case of EventJava
(re-subs). The corresponding increase for EventJava (re-subs) at 10 updates/s and 50
updates/s over EventJava (with updates) is 1.19× and 1.25× for AT and 1.16× and
1.38× for HTM. Thus, we observe that the latency of Siena (with resubscriptions) in-
creases at a faster rate than that of EventJava (with resubscriptions).

The drastic increase in Siena’s latency in both benchmarks (Figures 27(a) and 27(c))
corresponds to the drastic decrease in its throughput, which, as explained earlier
is due to the increased amount of time spent processing unsubscriptions and (re-
)subscriptions. On the other hand, the latency of EventJava increases more gracefully
with an increasing update frequency (Figures 27(d) and 27(b)) as opposed to Siena
(Figures 27(c), 27(a)), and this again corresponds to the trend in throughput.

Figure 28 shows the effect on latency when the frequency of updates is held con-
stant at subscribers (and consequently at edge brokers) and the number of subscribers
is increased from 10 to 150 in AT and 1000 to 15,000 in HTM. Since we assign 100 sub-
scribers to an edge broker in HTM, in Figures 28(a) and 28(d), we increase the number
of edge brokers from 10 to 150. From all the four subfigures of Figure 28, we observe
that in all CPSNs with or without support for parametric subscriptions, the latency
increases with an increasing number of subscribers, corresponding to the decrease in
throughput. Between 8 and 150 subscribers in AT, the latency of EventJava (with up-
dates) increases only 8.39% but the latency of UPDSiena increases by 94.4% due to
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Fig. 30. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the reaction time (delay) in both Siena and EventJava’s Rete-based CPSN.

Rete being more efficient than poset-based matching. The corresponding numbers for
HTM, between 8 and 150 edge brokers, are 58.7% and 759.5%.

Also, as the number of subscribers/edge brokers increases, the latency of the CPSN
using resubscriptions increases significantly. The use of parametric subscriptions de-
creases latency by up to 65.56% for EventJava and up to 82.34% for Siena in the AT
benchmark and by up to 77.78% for EventJava and up to 74.62% for Siena in HTM.
The corresponding increases in latency for a CPSN using resubscriptions when using
a network with half the number of subscribers are 1.62×, 2.73×, 2.06× and 2.98×
respectively. This trend is also inversely proportional to that of throughput in the cor-
responding CPSN.

8.10. Delay

If there are no updates, then delay of a CPSN is undefined. Figure 29 shows the differ-
ence in delay when the size of the network (in terms of the number of subscribers) is
held constant and the frequency of updates is increased. From Figures 29(a) and 29(c),
we observe that the trend in delay is similar for both HTM and AT. From Figure 29,
we observe that for a CPSN using resubscriptions, delay increases significantly as the
rate of updates increases. The magnitude of the delay and the percentage of increase
depends however, on the event matching algorithm used by the CPSN. In the case of
Siena, delay increases by 165.59% for AT and 183.14% for HTM as the frequency of up-
dates is increased from 0 to 100. The corresponding increases for UPDSiena are only
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Fig. 31. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the number of spurious events received in both Siena and EventJava’s Rete-based CPSN.

94.23% and 53.47% respectively. Hence, the use of parametric subscriptions reduces
the delay of a CPSN in the presence of updates. The delays in Siena are up to 2.16×
and 2.01× that of UPDSiena for AT and HTM respectively. Similarly, the delays of
EventJava (re-subs) are up to 2.06× and 1.97× that of EventJava for HTM and AT.

The drastic increase in the delay of a CPSN using resubscriptions is due to the in-
creased amount of time spent by brokers in processing unsubscriptions. As explained
earlier in Sections 8.2 and 8.3, processing unsubscriptions is linear in the size of
the poset. Hence two linear time operations have to be performed per update. When
parameters are employed, an update message can be processed efficiently by main-
taining pointers (lookup[ τ] [ x]) in the poset, and retrieving the node to be updated in
O(1). In the worst case, the poset has to be rearranged once instead of twice, in the
case of resubscriptions. When the rate of subscription updates is sufficiently high, this
results in the broker processing unsubscriptions when it has to be processing new
updates, and new updates take longer to be applied, thereby increasing delay.

Figure 30 shows the effect on delay when the frequency of updates is held constant
at subscribers (and consequently at edge brokers) and the number of subscribers is
increased from 10 to 150 in AT and 1000 to 15,000 in HTM. From all the four subfigures
of Figure 30, we observe that in all CPSNs with or without support for parametric
subscriptions, the delay increases with an increasing number of subscribers. Between
8 and 150 subscribers in AT, the delay of EventJava (with updates) increases only
154% but the latency of UPDSiena increases by 185%. The corresponding numbers for
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HTM, between 8 and 150 edge brokers, are 107.9% and 286.5%. This is because, with
an increase in the number of subscribers, more subscriptions, subscription updates,
and events have to be processed at each broker. Consequently, it takes longer for a
subscription update to be applied to a broker’s poset. However, the rate of increase
is much higher for a CPSN that uses resubscriptions. Between 8 and 150 subscribers
in AT, the delay of EventJava (with resubscriptions) increases only 285.14% but the
latency of Siena increases by 1036.17%. The corresponding numbers for HTM, between
8 and 150 edge brokers, are 194.23% and 700.45%.

Also, as the number of subscribers/edge brokers increases, the delay of the CPSN
using resubscriptions increases significantly. The use of parametric subscriptions de-
creases delay by up to 50.23% for EventJava and up to 80.81% for Siena in the AT
benchmark, by up to 48.9% for EventJava, and up to 64.03% for Siena in HTM.

8.11. Spurious Events

The drastic increase in the number of spurious events received per second by a Siena
or an EventJava (resubscriptions) subscriber corresponds to the increase in delay be-
tween a variable update and the receipt of the first matching event for both bench-
marks, as observed in the microbenchmarks in Sections 8.2 and 8.3.

The increase in the number of spurious events received by an EventJava subscriber
(> 100 spurious events per second) as opposed to UPDSiena (Figures 31(b), 31(d) vs.
Figures 31(a), 31(c)) is due to, (1) the high event matching throughput of Rete com-
pared to Siena’s algorithm, and (2) the presence of a separate event flow graph. Since
a broker using Rete processes more events per second, more spurious events are deliv-
ered to subscribers in CPSNs using Rete before an update propagates to the broker.

8.12. High-Frequency (HF) Updates

We now evaluate the performance benefits of our algorithm presented in Section 6
for monitoring and stabilizing HF updates by approximating rapidly increasing or de-
creasing updates and oscillating variables. Of the two benchmarks used to evaluate
parametric subscriptions—HTM and AT—AT applications are much more likely to ex-
hibit HF updates. Hence we focus here on the performance benefits of our algorithms
from Section 6 on the AT benchmark. We use the same set of subscriptions as in Sec-
tion 8.5.2, five publishers, 20 brokers, 150 subscribers, and 200 event types. We make
all subscriptions parametric, and we measure throughput, delay, and the frequency of
spurious events, by gradually increasing the number of subscribers from 10 to 150 (see
Figure 32). For subscription updates, we modify the AT benchmark to generate three
workloads, containing 10%, 20%, and 30% HF updates. The freqapprox for this experi-
ment is 4 updates/s, or one update every 250ms. In other words, in the first workload
we let 10% of subscriptions be updated with a HF (> 4 updates/s) and the remaining
90% of the subscriptions be updated as dictated by the application. Of the 10% HF up-
dates, we let (1/3) increase rapidly, (1/3) decrease rapidly, and (1/3) oscillate. The same
distribution is used in the other two workloads containing 20% and 30% HF updates
respectively.

Figure 33 shows the performance benefits of stabilizing HF updates for both UP-
DSiena and EventJava (with updates). Figure 33 compares the performance of a CPSN
with support for stabilizing HF updates with its corresponding version without sup-
port. Figure 33 only plots the increase in throughput and decrease in delay and in-
crease in spurious events for all the three workloads. From Figure 33, we observe that
the difference in throughput increases as the number of subscribers increases for all
three workloads. The trend in throughput is similar for both UPDSiena and EventJava
(with updates). In the case of EventJava, the increase in throughput for 30% HF up-
dates converges around 60% beyond 100 subscribers. From Figure 33, we also observe
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Fig. 32. Comparing resubscriptions against parametric subscriptions in HTM and AT benchmarks with
respect to the number of spurious events received in both Siena and EventJava’s Rete-based CPSN.

that the decrease in delay for both EventJava (with updates) and UPDSiena increases
as the number of subscribers increases; the inverse effect is seen in the increase in
the frequency of spurious events. The trend in spurious events is approximately the
inverse of that in delay because an increased delay in propagating an update to the
edge broker increases the delay in applying the update to the data structures at the
edge broker.

The increase in throughput, decrease in delay, and increase in spurious events
can all be explained by thrashing. As the frequency of updates increase beyond
fapprox, thrashing occurs at brokers—the brokers spend more computational resources
processing updates and less filtering and forwarding events. Consequently, the event
processing throughput decreases, the update propagation delay increases, and the fre-
quency of spurious events increases in a CPSN that does not monitor and stabilize HF
updates.

8.13. Memory Overhead for Parametric Subscriptions

As shown by Figure 34, supporting parametric subscriptions results in increased RAM
usage at brokers. Figures 34(a) and 34(b) show the memory overhead at a single bro-
ker when the number of subscriptions at the broker and the number of parameters per
subscription is varied. As both Figures 34(a) and 34(b) illustrate, the memory overhead
increases as the number of parameters increases. Also, the overall memory overhead is
up to 30% as the number of subscriptions handled by a broker is increased up to 5000.
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Fig. 33. Monitoring and stabilizing high frequency updates. The evaluated systems are UPDSiena and
EventJava, i.e., both support parametric subscriptions. These are combined with our RUM.

Figures 34(c) and 34(e) illustrate the memory overhead for various brokers in the HTM
benchmark. As mentioned earlier, the overlay network in the HTM benchmark is an
acyclic graph and subscribers are evenly distributed throughout the network. There-
fore, the memory overhead is approximately the same at all brokers—edge brokers
and brokers one or two hops away from a subscriber. On the other hand, in the AT
benchmark, the overlay network is hierarchical with publishers connected to the root
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Fig. 34. Memory (RAM) overhead of parameric subscriptions. The evaluated systems are UPDSiena and
EventJava.

of the tree (hierarchy) and all subscribers are connected to the leaf brokers. Therefore,
as shown by Figures 34(d) and 34(f), the memory overhead at edge brokers is much
higher than the overhead at brokers that are one or two hops away. This is because the
edge brokers have to store all incoming predicates and subscription parameters, and
brokers that are one or two hops away store only summaries.
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Fig. 35. Functions and multiattribute predicates in EventJava. Italicized variables represent subscription
parameters. Their underlined occurrences represent their use in subscriptions.

9. DISCUSSION

This section discusses extensions to expressivity as well as additional properties for
subscription updates implementable in CPSNs.

9.1. Expressivity

Ideally, we would like parametric subscriptions to be as expressive as possible, but
this may entail changes on broker algorithms, and may entail performance overheads
affecting an entire system’s performance. We first discuss two extensions to the sub-
scription grammar implemented by EventJava and supported only by its specific CPSN
(and thus omitted from the previous presentations), and then present an extension to
EventJava.

9.1.1. Attribute Expressions. Consider the example based on an automobile’s navigation
system outlined in Section 7.3, where the navigation system is interested in traffic
density in a square area around it. If it were interested in traffic density in a circular
area of radius myRange, we would like to express this subscription in EventJava as
outlined in Figure 35.

The method euclideanDistance() is really only syntactic sugar and can be supported
without whole-program analysis by placing several syntactic restrictions on such
methods. Equivalently, the expression constituting the return value can be inlined into
the guard, supported by the following extended subscription grammar Ga (modulo the
unary operator/native method Math.sqrt()).

©Ga Subscription � ::= � ∨ � | �

Conjunction � ::= � ∧ P | P

Predicate P ::= expr op expr

Operator op ::= ≤ | < | = | > | ≥
Expression expr ::= x | v | a | expr aop expr

Arithmetic Operator aop ::= + | − | × | /

This is a very expressive grammar, which allows for two arbitrary arithmetic expres-
sions consisting in values, variables, and attributes, to be compared by a Predicate.
While we can currently support these in EventJava’s CPSN with broker-side evalua-
tion (including native methods such as Math.sqrt()), they come with a warning regard-
ing efficiency: subsumption coverage between predicates and subscriptions is harder
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to define in this context (and is in fact the topic of our ongoing research), which may
hamper scalability. Part of the problem is also that allowing variables on both sides
of an operator means that we can not always generate a single variable capturing all
variables and values for a given Predicate as was the case with the simpler grammar
Ge presented in Section 7.3.

Note that many tradeoffs in expressiveness are largely independent of the presence
of parameters; omitting variables x from the Predicates, we obtain a grammar that is
not supported by any CPSN we know of, and thus has to be implemented with filtering
local to a corresponding subscriber in the presence of a simpler grammar such as G0
of Section 3.1 inherently supported by the CPSN.

9.1.2. Boolean Parameters. The grammar Ga allows us to express a predicate that com-
pares a Boolean subscriber variable to a value. We believe that this scheme has value
in its own right, and in fact implemented it as extension Gb to the grammar Ge of
Section 7.3 before implementing Ga.

©Gb Subscription � ::= � ∨ � | �

Conjunction � ::= � ∧ P | P

Predicate P ::= a op expr | expr op expr

Operator op ::= ≤ | < | = | > | ≥
Expression expr ::= x | v | expr aop expr

Arithmetic Operator aop ::= + | − | × | /

Such a predicate comparing a Boolean variable to a value (true or false) allows for a
subscriber to repeatedly activate/suspend its subscription by using the Boolean vari-
able as a switch, and constitutes an interesting alternative to a higher-overhead re-
peated subscription/unsubscription. This grammar allows for any two complex expres-
sions consisting of (non-Boolean) variables and values to be compared; such predicates
can be transformed to the evaluation of a Boolean variable along the lines of the trans-
formations of Section 7.3.

9.2. Pinning Variables

In some scenarios an application programmer may want to more tightly control vari-
able updates, and prevent every local update from propagating through the network.
A trivial approach is to explicitly manage two variables for such purposes. Typically,
for a guard field f, the class could declare a second field say local$f that is used in-
ternally in the class for buffering any updates, and whose value is assigned to f ex-
plicitly whenever it is desired to trigger remote updates. Note that this is not more
labor-intensive for a programmer than to manage the actual field and a correspond-
ing variable through an API to the runtime, which would correspond to writing the
CRN.update(...) call in Figure 13 and manipulating the “API variable” named by the
string ”thresh” manually. A more extreme yet still conceivable scenario could consist in
permanently keeping a variable from being evaluated remotely. To that end it would
be sufficient to shift any predicate containing the variable from the guard to the corre-
sponding reaction in the form of an if statement.

As syntactic sugar for both of these scenarios, EventJava supports a modifier
local, which a field f of a receiver can be tagged with to keep updates from propagating
freely. The propagation can then be explicitly triggered by a statement release f when
desired. Furthermore, the last value of an update for a given variable f can be accessed
via last f. The compiler then generates code following the explicit support outlined in

ACM Transactions on Computer Systems, Vol. 31, No. 2, Article 4, Publication date: May 2013.



�

�

�

�

�

�

�

�

Parametric Content-Based Publish/Subscribe 4:49

Fig. 36. Manual update propagation in EventJava. Underlined variables represent local counterparts of
subscription parameters. They are managed by the language compiler and runtime. Backlit portions are
generated code.

the preceding. Since this code includes a representation of the remote version of f, its
value is also locally available and is readily available as last f. Consider the following
example, where manually controlled variables are underlined.

class TrafficMonitor implements Positionable {
float local myXPos, myYPos ;
float myXRange, myYRange;
. . .
event trafficDensity(float vehiclesPerSec, float xPos, float yPos)

when (xPos >= myXPos − myXRange && . . . ) {. . . }

void setXPos(float newXPos) {
myXPos = newXPos;
if (Math.abs(myXPos − last myXPos) > 2) release myXPos;

}
}

Assume that method setXPos() is part of an interface Positionable, which as an in-
stance of TrafficMonitor gets updated through from a local positioning device. The ex-
ample shows how to manually throttle the frequency of updates to the CPSN (as
opposed to automatically doing so by approximations in a RUM). For instance, in
the example, one might want to propagate only updates to the current position that
fall beyond a certain range, as small displacements may be compensated shortly
by movements in the opposite direction. Figure 36 shows how the compiler gener-
ates local counterparts for those variables tagged as local. The first assignment in
setXPos() will not be instrumented to propagate updates, as local$myXPos is purely lo-
cal; however, the assignment to myXPos on the subsequent line will be instrumented as
presented in Section 7.1, since myXPos appears in the guard of trafficDensity() and thus
acts as subscription parameter.

9.3. Update Propagation Feedback

In Section 4.3 we discussed desirable timeliness properties of support for subscription
updates from a theoretical perspective, as well as the extent to which they could be
implemented. Another practical extension to CPSN support for subscription updates
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consists in providing feedback to the application on actual propagation of such updates
through the CPSN.

In fact, CPSNs such as Siena provide no feedback on subscription or unubscription
propagation. The reason is that achieving this may increase coupling among brokers,
or between end brokers and publishers or subscribers. A simple, practical, extension
implemented in the context of our EventJava CPSN and accessible through its Java
API consists in cascading acknowledgements. More precisely, whenever a broker re-
ceives a UPD message (or a SUB or UNSUB message), it acknowledges the handling of
the underlying subscription update(s) to the downstream broker or subscriber that is-
sued the UPD message either, (a) immediately in case the update only has local effects
on the broker, or (b) after receiving acknowledgements from all processes to which it
recursively issues updates. In practice, timeouts ensure that the broker does not wait
forever for acknowledgements from upstream processes. In case a timeout is reached
for a given upstream process, then the acknowledgement sent back contains additional
information on this, which ultimately at the subscriber, results in the update call on
the API returning abnormally with an exception.

10. CONCLUSIONS

The publish/subscribe paradigm supports dynamism by allowing new publishers as
well as subscribers to be deployed dynamically. This ability allows applications to
adapt online by issuing new subscriptions. The mechanisms used to that end are not
geared towards important changes within subscriptions. We thus explored parametric
subscriptions. Through the novel concept of broker variables our algorithms proposed
in this article and implemented in two CPSNs (and easily adapted to others) retain
the scalability properties of common CPSNs.

We are currently investigating several extensions. For instance, we are considering
uniformly representing all predicates based on operators <, ≤, or = internally as range
queries where the upper and lower bounds are implicitly variables, assuming mini-
mum and maximum values for the respective data types in the case of wildcards, and
overapproximating summaries to normalize subscriptions at all levels. This will allow
us to easily support structural subscription updates, i.e., the addition of predicates
to existing subscriptions. Also, we are investigating tradeoffs between expressiveness
and efficiency, and the use of annotations in EventJava for programmers to explicitly
guide the remote (within the CPSN) or local evaluation of predicates.
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