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Subscription Normalization for Effective
Content-based Messaging∗

K. R. Jayaram Weihang Wang Patrick Eugster

Abstract—Efficient subscription summarization and event matching is key to the scalability of content-based publish/subscribe
networks (CPSNs). Current summarization and event matching mechanisms based on subscription subsumption induce heavy event
processing load on brokers degrading the performance of CPSNs especially under high rates of churn, i.e., addition, deletion, or
modification of subscriptions. Yet, many modern CPS applications such as location-based services or algorithmic trading inherently
rely on high frequency subscription changes.
This paper describes Beretta, a dynamic CPSN which sustains high throughput and low event-propagation latencies even under
a high frequency of subscription changes. Beretta leverages strong event typing and represents all subscriptions in a normalized
form as combinations of value intervals and set inclusions without compromising on expressiveness. Beretta’s “split and subsume”
broker algorithm reduces the complexity of matching an event from O(KN) to O(K log N + |result|), with N being the number of
subscriptions for the event type and K the number of its attributes. Event types and normalization are exploited to split subscriptions
into predicates on individual event types and attributes and to efficiently regroup these in segment trees and hash maps which
yield excellent subsumption properties and support attribute-wise split filtering during event matching. Normalization enables the
systematic introduction of parameters into subscriptions to support both parametric and structural updates. This paper also empirically
demonstrates the performance improvements due to our techniques through realistic algorithmic trading and highway traffic monitoring
benchmarks.

Index Terms—subscription; summarization; subsumption; normalization; content-based; messaging;

F

1 INTRODUCTION

B Y focusing on the exchanges among interacting par-
ties rather than the parties themselves, the publish/-

subscribe paradigm [1] is an appealing candidate for
building scalable networked distributed systems. This
dynamic interaction culminates in content-based pub-
lish/subscribe (CPS), where subscriptions are based on
event content rather than on channels or topics. Content-
centric communication abstractions have been more re-
cently investigated in the context of future Internet de-
sign [2], [3]; the advent of software-defined networking
(SDN) supports the implementation of such models.

To effectively and efficiently route published events
to subscribers with corresponding interests, existing
application-level CPS systems typically construct overlay
networks called “content-based publish/subscribe net-
works” (CPSNs). A CPSN consists of several event
routers — commonly referred to as brokers — that inter-
connect publishers and subscribers often making use of
advertisements of publishers in addition to subscriptions
to transmit events to subscribers. That is, advertisements
and subscriptions are propagated down- and up-stream
respectively to set up connections such as to ensure that
there is a path for the propagation of an event from any
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publisher to any subscriber with a potentially matching
subscription [1]. Current CPSNs however present a num-
ber of limitations in their core constituents:

• Matching algorithms: Matching events to subscrip-
tions, which occurs at each broker in a CPSN, is key
to the efficient routing of events. Many matching al-
gorithms, however, have a time complexity of O(N),
N being the number of subscriptions matched.

• Subscription summaries: Efficient subscription sum-
marization is a key requirement for efficient routing
of subscriptions and to avoid storing every sub-
scription at every broker. Existing summarization al-
gorithms, however, choose accuracy over efficiency
thereby producing complex subscription summaries.

• Subscription updates: Several emerging CPS appli-
cations involve updates to their subscriptions at a
high frequency [4], [5]. Examples include algorith-
mic trading and location-based services; examples
for corresponding updates are changes to threshold
values on prices for purchasing stock and updates
to absolute geographical ranges of interest based on
the change of vantage point induced by mobility
respectively. In existing CPSNs, the typical way to
update a subscription is through a re-subscription,
which involves issuing a new subscription and can-
celing the old (stale) subscription. Re-subscriptions,
however, typically involve O(N) operations at least
at one broker and potentially at many more brokers
depending on the effectiveness of subscription sum-
marization algorithm.

In this paper, we present Beretta, a novel CPSN which



IEEE TPDS SUBMISSION, JUNE 2014. CONFIDENTIAL. 2

tackles the above-mentioned three problems through the
following technical contributions:

1) Subscription normalization based on strong event
typing without loss of expressivity of subscriptions.
The normalized form is a combination of value
intervals and set inclusions. Our use of event types in
lieu of a structural approach allows for aggressive
performance optimizations without hampering in-
teroperability or the addition of new event types.

2) An efficient algorithm for matching events to sub-
scriptions, which reduces the number of elemen-
tary predicates evaluated for matching an event
from O(KN) to O(K log N), with N being the
number of subscriptions for the event type and K
the number of its attributes. Our algorithm relies on
a divide and conquer strategy which we call “split
and subsume” – event types and normalization
are exploited to split subscriptions twice, first into
predicates on individual event types and further
based on attributes; and to efficiently regroup these
in augmented segment trees and hash maps.

3) Inherent parameterization of normalized subscrip-
tions to efficiently implement parameter-based [4],
[5] as well as structural subscription updates.

4) Subscription summarization approximation to effi-
ciently handle subscription updates as well as join-
ing/leaving of subscribers in decentralized CPSNs.

While normalization has long been used in the man-
agement of data “at rest”, we believe our work is the
first to apply such concepts to queries on live data, and
to leverage them for query updates. This paper extends
a previous publication at ICDCS 2011 [6], yet includes a
novel means of intersecting partial match sets efficiently
based on augmented segment trees, and evaluates our
approach through a new real-life benchmark.

The rest of this paper is organized as follows. Section 2
presents background information. Section 3 presents the
state-of-the-art and its limitations. Section 4 introduces
our subscription model. Section 5 describes our algo-
rithm, and Section 6 presents an overview of our empiri-
cal evaluation. Section 7 draws conclusions. Due to space
constraints, this paper also includes supplementary ma-
terial consisting of three appendices. Evaluation results
are presented in Appendix A. Appendix B analyzes
the complexity of our algorithm. A detailed analysis of
related work is available in Appendix C.

2 BACKGROUND, MODEL, AND DEFINITIONS

This section presents notation employed, assumptions
made, and definitions of concepts used in this paper.

2.1 System Model

We consider CPSNs using decentralized, dedicated,
interconnected, broker processes bi to convey events
between client nodes ci, i.e., publishers and subscribers.
Brokers which serve client processes are called edge bro-
kers. We use the term client to refer to either publishers

or subscribers. For presentation simplicity we assume
CPSNs forming directed graphs.

We focus on CPS systems whose routing algorithms
follow the principles of (a) downstream replication where
an event is routed in a single copy as far as possible from
the publisher and only cloned downstream as close as
possible to the subscribers interested in receiving it, (b)
upstream evaluation where unwanted events are filtered
away as close as possible to the publisher to avoid
wasting bandwidth, and (c) subscription-based reverse-
path forwarding, where subscriptions are routed from the
subscriber to the edge broker to which publishers are
connected, thereby forming a spanning tree rooted at
each subscriber, and events follow the reverse path along
this tree to the subscriber. In this context, the CPSN can
either (c.1) perform subscription flooding, i.e., route every
subscription to every publisher in the CPSN, or (c.2)
use advertisements. An advertisement defines the types of
events produced by a publisher, and a subscription on
an event type T has to be routed only to the edge broker
with at least one publisher which has advertised T.

2.2 Events and Subscriptions

An event e is a set of attribute/value pairs {a1 :
v1, . . . , ak : vk} which are typically of primitive types
τi including scalar types int, float, etc. and character
strings (cf. [1]). A subscription is usually represented
as a predicate Φ based on a grammar like the following:

Predicate Φ ::= Φ ∧ p | p
Condition p ::= a op v
Operator op ::= ≤ | < | = | > | ≥

We focus on equality in the context of strings. Eval-
uation of a subscription Φ on event e, written Φ(e) in-
volves substituting the value vi for ai, for all ai ∈ e. Ob-
viously, satisfying a subscription (Φ=p1∧. . .∧pu) requires
satisfying each of its conditions (Φ(e)=

∧u
r=1 pr(e)). With-

out loss of validity but for simplifying presentation
and comparison with predating work, our subscriptions
do not support disjunctions. Subscriptions are usually
viewed to be in disjunctive normal form (DNF), where
conjunctions are handled individually as subscriptions.
Disjunctions can then be dealt with by matching events
sequentially and memorizing the last event sent to a
given process, avoiding re-sends in case multiple con-
junctions in a DNF subscription match a same event.

2.3 Content-based Matching

The content-based matching problem (cf. [7]) is for-
mally defined as: given an event e and a set of sub-
scriptions Θ, compute θ = {Φ | Φ ∈ Θ ∧ Φ(e)}, where
Φ(e) is short for Φ(e) = true. Clearly θ ⊆ Θ. A naı̈ve
algorithm for content-based matching works as follows:
given an event e, for each Φ in Θ, if Φ(e), add Φ to θ
(which is initially set to ∅). The matching complexity, i.e.,
the number of evaluated constraints, of this algorithm
is O(KN), if |Θ| = N and there are K attributes in
the system. The time complexity of this algorithm is also
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O(KN). Note that a broker in a CPSN, which matches
events to subscriptions has to perform O(|θ|) to multicast
an event to the subscribers/downstream brokers.

2.4 Subscription Summarization and Routing

To avoid storing and evaluating all subscriptions at
each broker, CPSNs perform subscription summarization
based on covering relationships (subsumptions) among
subscriptions. When a broker receives a subscription Φ
from a subscriber or a downstream router, it forwards the
subscription to an upstream router unless Φ is covered
by a previous subscription Φ′, that is, unless the set of
events E satisfying Φ (E = {e |Φ(e)}) is a subset of
the set of events E ′ satisfying Φ′ (E ′ = {e |Φ′(e)}). The
condition is expressed simply as E ⊆ E ′, or put differ-
ently, ∀e Φ(e) ⇒ Φ′(e). We say that predicate Φ′ covers
(subsumes) Φ, denoted by Φ � Φ′, iff ∀e,Φ(e)⇒ Φ′(e). To
facilitate the checking of subsumption relationships be-
tween predicates, these are typically stored in a partially
ordered set (poset), ordered by �.

b1 b2

b3

b4 b5

c1
c2

c3 c4

c5
c6

price < 10

price < 5
pric

e == 40

price > 40

price >= 40price < 10

price < 10 || 
price >= 40

Fig. 1: Example of a CPSN.

Figure 1 shows an example of a CPSN with six clients
– four subscribers (c1, c2, c3, c4), two publishers (c5, c6)
and five brokers (b1, b2, b3, b4, b5). We focus on a single
event type StockQuote with two attributes a1=firm and
a2=price of string and float types respectively. We
assume that all the clients subscribe to StockQuotes
of the same firm, e.g., firm="IBM". c1 subscribes to
StockQuote with Φ1=(price < 10). b1 gets the subscrip-
tion, stores it and propagates it to b3. Then c2 subscribes
with Φ2=(price < 5). b1 gets this subscription, but does
not forward it to b3, as (price < 10) covers (price
< 5), i.e., Φ2 � Φ1. Figure 2 illustrates subscription

summarization throughout the overlay. Brokers b1 and
b2 summarize subscriptions from {c1, c2} and {c3, c4}
respectively, and b3 further summarizes the summaries
from b1 and b2.

3 PROBLEM DESCRIPTION AND STATE-OF-
THE-ART

Beretta tackles several inefficiencies in content-based
publish/subscribe systems. In this section, we describe
each of them and why they arise in detail, while also

placing them in their historical context, where relevant.
Related work is further elaborated on in Appendix C.

3.1 Inefficient Event Matching

Early systems advocated mostly for structural confor-
mance between events and subscriptions [8]. This leads
to collapsing all subscriptions for all types of events into
one single data-structure (e.g., poset) thus exacerbating
bottlenecks. Some early CPS systems [1] reused the poset
for matching events to subscriptions to avoid separate
data-structures for subscription storage/summarization
and event matching. This places a high load on brokers
as all subscriptions end up being stored in the same data-
structure with a worst-case depth equalling the number
of nodes N in the poset. In turn, N is in the worst case
equal to the total number of subscribers in the system
though in practice it may be better. Assuming that there
are K attributes in an event, and therefore up to O(K)
constraints in a subscription, the complexity of event
matching is typically O(KN), leading to low throughput
and high end-to-end latency.

Most systems, even such described without event
types, use types in practice, but only much later have the
benefits of typing of events started to be exploited [9],
[10]. Similarly, only little work exists on taking splitting
a step further by systematically handling subscriptions
attribute-wise (e.g., [11], [12]). Two prominent cate-
gories of smarter matching algorithms are those based
on binary decision diagrams (BDDs – e.g. [13], [14]),
and on Bloom filters (e.g. [15]). But, both these so-
lutions have still O(KN) matching complexity, unless
assumptions are made, e.g., on the amount of common
constraints in subscriptions. Bloom filters also require
O(2B) space [15], where B is the number of bits used
to store a subscription. Ineffective algorithms explain
why, in spite of its more generic nature than the pre-
dating less dynamic topic-based multicast model, CP-
SNs like Siena [11], [16], HERMES [17], REBECA [18],
Gryphon [7], PADRES [14], [19] and JEDI [20] have
not dethroned topic-based multicast systems like Ac-
tiveMQ [21], ZeroMQ [22] and FioranoMQ [23]. Topic-
based routing is easy to implement – routing a message
only involves hashing a string (its topic) to forward the
message to interested downstream nodes.

3.2 Inefficient Subscription Updates

Several emerging CPS applications such as high fre-
quency trading (HFT) or mobile location-based ser-
vices need to update their subscriptions at a high fre-
quency [4], [5]. HFT hinges on rapid subscription up-
dates, using several mathematical techniques to deter-
mine and change price thresholds during the “trading
day”. In location-aware applications (location-based ad-
vertising and social networks like loopt [24], etc.), a
subscription is a function of the subscriber location such
as a perimeter surrounding the location. Whenever the
device moves, the subscription needs to change.

Re-subscriptions — the typical solution for subscription
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...
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forwarded in a way such that only interesting notifications
are delivered to a broker. REBECCA uses time-based leases
to verify the subscriptions used for routing. Li et al [7]
propose subscription covering, merging, and content match-
ing algorithms based on a modified binary decision tree
representation in PADRES. HERMES [8] provides content-
based filtering on top of type and attribute based routing.

C. Alternative Implementation Strategies and Models

Astrolabe [11] is an example of another category of
systems that represent an alternative approach to traditional
CPSNs. With an emphasis on fault tolerance, processes in
these systems periodically exchange membership informa-
tion with other processes. This information includes inter-
ests of processes, which is aggregated based on physical
or logical topology constraints. Processes are selected to
represent others based on the same criteria, leading to an
overlay hierarchy reducing memory complexity with respect
to a full membership. These approaches attempt to avoid
dedicated brokers, but processes appearing high up in the
hierarchy must handle high loads which probably exceed
the capacities of regular desktop machines. The proactive
gossiping about interests inherently propagates changes, but
incurs a substantial overhead if none occur, and propagation
occurs in a robust but indirect, slow, manner.

Meghdoot [13] is a content-based publish/subscribe sys-
tem that uses a distributed hashtable (DHT) to determine
the location of subscriptions and to route events to the
subscribers. The partitioning of the DHT across peers allows
Meghdoot to eliminate the need of brokers, however, the
design is inflexible when the schema is dynamic as it
requires the complete cartesian space to be reconstructed.

In topic-based publish/subscribe, topics represents the in-
terests of subscribers that receive all events pertaining to the
subscribed topic. Each topic corresponds to a logical channel
that connects each publisher to all interested subscribers.
Examples of topic-based publish/subscribe systems include
SCRIBE [14], Bayeux [15], and Spidercast [17]. The topic-
based publish/subscribe model provides less expressiveness
than the content-based one – a subscriber will receive all
events in a topic.

III. DYNAMIC SUBSCRIPTIONS

This section presents our model of dynamic subscriptions
and the properties we expect from corresponding support.

A. Model

An event e is of a certain type � , comprising a set of
named attributes a1, . . . , an which are typically of primitive
types. An event e can thus be viewed as a record with values
for the attributes of its type, e.g. ⌃v1, . . . , vn⌥. A subscription
is represented as a predicate � in disjunctive normal form
expressed as a BNF grammar:

Predicate � ::= � ⇧⇥ | ⇥
Conjunction ⇥ ::= ⇥ ⌅ P | P
Binary predicate P ::= a op v
Operator op ::= � | < | = | > | ⇥ | ⇤=

This grammar can of course be extended to directly
support intervals or set inclusion; in the above model these
are expressed by a conjunction of two binary predicates or
a disjunction of equalities respectively.

To decide on the routing of an event e = ⌃v1, . . . , vn⌥,
predicates � representing subscriptions on type � are eval-
uated on e, written �(e). We assume for simplicity type
safety, meaning that an event e of type � will never be con-
sidered to be of a type � � ⇤= � different from its own. A bi-
nary predicate P =ak op v is evaluated as P(e)=vk op v . Ob-
viously, satisfying a conjunction (⇥=P1⇧ . . .⇧Pm) requires
satisfying each of its binary predicates (⇥(e)=

Vm
l=1 Pl(e)),

and a disjunction (�=⇥1 ⇧ . . . ⇧ Ps) is satisfied by any of
its conjunctions (�(e)=

Ws
r=1 Pr(e)).

We say that predicate � covers ��, denoted by �� � �,
iff ⌅e ��(e)⇥ �(e).

Dynamic subscriptions in addition support binary predi-
cates which compare event attributes a to variables x local
to the respective subscribing processes. This addition leads
to the following extended definition of binary predicates:

Binary predicate P ::= a op v | a op x

The other definitions given above remain identical. As
variables x are time-sensitive, the evaluation of a predicate
� is no longer only parameterized by an event e, but also by
a time t: �(e, t). This evaluation takes place on variables
at that point in time: x(t). Note that we can assume t to
represent a global real time, i.e, on an external observer.

B. Example

The expression and management of variables in subscrip-
tions can be made by the means of an API. Perhaps a simpler
and more natural way of illustrating the use of program
variables is by the means of a programming language. In
EventJava [18] for instance, events are represented by spe-
cific, asynchronously executed, event methods preceded by
the keyword event. Content-based subscriptions are defined
guards on these methods, following the when keyword. They
may refer to event method arguments (event attributes a) as
well as specific fields (x) of the subscriber object. Events can
be published simply by invoking them like static methods
on classes or interfaces declaring them.

Consider an algorithmic trading scenario which triggers a
reaction every time the stock price of IBM drops below the
lowest previous value:

class StockMonitor {
float lastIBMBuy = maxVal;
...

3

Fig. 2: Example of re-subscriptions, and cascading re-subscriptions. When c1 unsubscribes from (price < 10), b1
forwards (price < 5) to b3. Then, when c1 subscribes to (price < 30), b1 reconstructs the poset. Since the LUB

changes to (price < 30), b1 unsubscribes from (price < 5) and subscribes to (price < 30).

changes, where a new subscription is issued and the
superseded one is canceled — have several limitations:

• High computational cost, due to operations at each
affected broker on the poset storing subscriptions.
Deletion and insertion of new subscriptions into the
poset has a time complexity of O(KN). Thus two
O(KN) operations have to be performed at a bro-
ker. As shown empirically [5], under high rates of
subscription updates, the bulk of the computational
resources of event brokers in a CPSN is spent on
processing re-subscriptions rather than filtering and
forwarding events. This leads to drastic drops in
throughput and increased latency overall.

• Cascading re-subscriptions at upstream brokers: when
the poset’s least upper bound (LUB) changes as a
result of un- or re-subscription, then the posets at
upstream brokers also have to be updated. Hence,
re-subscriptions can lead to two update messages
being propagated per update the path from a sub-
scriber to a publisher, as illustrated by Figure 2.

• In the absence of synchronization of UNSUBSCRIBE
and SUBSCRIBE messages during re-subscriptions,
and of guarantees by the CPSN on the time taken
for re-subscriptions to reach relevant brokers, the
application must cater for duplicates if the old and
new subscriptions overlap – the common case.

Parametric subscriptions [4], [5] are subscriptions
referring to variables of subscribers. A typical
subscription to IBM stock quotes with values below
a specific threshold expressed through a CPS API as
CPS.subscribe("StockQuote", "firm == ‘IBM’
and price < 100.0"). Updating the price threshold
to $150 would typically require a re-subscription. A
correspond parametric subscriptions can be expressed
as CPS.subscribe("StockQuote", "firm == ‘IBM’
and price < "+ ref threshold), where threshold is
an internal subscriber variable. Instead of re-subscribing
with the new price of $150, the subscriber just sends the
new value of threshold. Note that solutions for specific
applications, such as context-aware publish/subscribe [25],
[26] do not apply to HFT.

The decentralized implementation of parametric sub-
scriptions described in [5], [27] still exhibits considerable
limitations in application scenarios requiring fast, fre-
quent subcription updates. First off, being “tacked on to”
existing (poset-based) matching algorithms, it still incurs
a high reaction time to updates. In addition parametric
subscriptions do not handle structural updates, e.g.,
they can not handle updates from "price < 100" to "
price > 100 && price < 150". For scenarios like HFT
which are governed by non-trivial algorithms additional
flexibility is needed for structural subscription changes.

c1 c2 c3

x > 20 ∧ y < 70 x > 55 ∧ y < 95x > 15 ∧ y < 60

x > 15 ∧ y < 60 x > 20 ∧ y < 70

( x > 15 ∧ y < 60 ) || (x > 20 ∧ y < 70) || (x > 55 ∧ y < 95)

( x > 15 ∧ y < 60 ) || (x > 20 ∧ y < 70) || (x < 55 ∧ y < 95)

<x : 16, y : 80>  is unwanted
and not transmitted from b3 to b1

x > 55 ∧ y < 95

Fig. 3: Subscription summarization when none of the
subscriptions subsume each other.

3.3 Large Subscription Summaries

The nodes of a poset can get arbitrarily complex if
subscriptions do not subsume each other. Consider the
scenario in Figure 3. None of the subscriptions of clients
c1, c2, or c3 subsumes any others. Hence, the LUB is
the disjunction of Φ1,Φ2 and Φ3. In the worst case, if N
clients connect to a broker, the LUB is the disjunction of
N subscriptions, which propagate through the network
towards publishers (e.g., b1 forwards its LUB to b2).

A beneficial “side-effect” observed with parametric
subscriptions [5] is that many times (un-)subscriptions
translate transitively in a CPSN to parameter updates.
Together with the above-mentioned observations, this
hints to an intriguing potential for CPSN systems that
are fundamentally based on dynamic subscriptions.
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4 SUBSCRIPTION NORMALIZATION

Beretta builds on interval subscriptions – subscriptions
where the only boolean operator is ∈. To avoid ambigu-
ities, we refer to subscriptions Φ following the grammar
introduced in Section 2.2 as regular subscriptions. Beretta
normalizes regular subscriptions into well-formed interval
subscriptions. An interval subscription is represented as
an interval predicate χ with the following grammar:

Predicate χ ::= χ ∧ δ | δ
Condition δ ::= a ∈ [v, v] | a ∈ {v, ... v}

A constraint [v, v′] represents an interval of permis-
sible values for an attribute of an ordered type such as
integers. Floating point values also fit this model. A
constraint {v, ... v} represents a set of permissible values
for an enumerated (discrete) type such as strings. A well-
formed interval subscription is straightforwardly one
which, for any given attribute, has exactly one condition on
that attribute. While interval subscriptions improve the
efficiency of content-based matching as we will show,
they are as expressive as the subscriptions presented in
Section 2.2 (a formal account of the expressivity of in-
terval subscriptions is given in Appendix). For example,
a predicate x>1000 where x is an integer attribute, can
be expressed as x∈ [1001, MAX_INT]. An equality (e.g.,
x=1000) can be modeled as a inclusion in a set with
a single element. So the first step in subscription nor-
malization is to convert constraints involving relational
operators (<,≤,=, >,≥) into constraints involving the
inclusion operator (∈) as we described informally above.
This step yields an interval subscription which has at
most one constraint on each attribute of an event type.
It is important to note that a generic set inclusion with
n elements corresponds to n disjoined conjunctions (i.e.,
subcsriptions) in regular syntax.

To normalize the interval subscription further and
make it well-formed, i.e., to ensure that it contains
exactly one constraint for each attribute, we add wild-
card constraints to the subscription depending on the
types of constraint-less attributes. An (implicit) wildcard
constraint for an ordered type τ is [MIN(τ),MAX(τ)],
and ∗ for an enumerated type.

5 BERETTA ALGORITHMS

This section presents a novel divide and conquer
matching algorithm for CPSNs called FASTINT, which
is a key component of Beretta. FASTINT consists in a
client-side component and a broker component which
deals with event matching and routing.

5.1 Overview

Assuming events have up to K attributes and that
the total number of subscriptions is N , many existing
summarization and matching algorithms have O(KN)
matching complexity because they store “entire” sub-
scriptions in a single data-structure. Then, since, sub-
scriptions contain multiple constraints on different at-
tributes, the chances of a subscription covering entirely

hash(z)
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Fig. 4: Overview of FASTINT. It uses novel SV tree s for
numeric attributes and hash maps for string attributes.

Algorithm 1 Beretta client algorithm.
1: init
2: bj {edge broker}

3: to PUBLISH(e) of type τ do
4: SEND(PUB, τ, e) to bj

5: to SUBSCRIBE(Φ) to type τ do
6: χ ← NORMALIZE-TO-WELL-FORMED(Φ) {create interval predicates}
7: SEND(SUB, τ, χ) to bj

8: to UNSUBSCRIBE from type τ do
9: SEND(UNSUB, τ) to bj

10: upon RECEIVE(PUB, τ, e) do
11: if Φ(e) | Φ is subscription to τ then {maybe changed}
12: DELIVER(e)

13: upon change of value in δr for subscription to type τ do
14: vr ← new values for ar in δr {δr = (ar ∈ [v1, v2] or δr = (ar ∈

{v1, ..., vn})}
15: SEND(UPD, τ, {〈r, vr〉}) to bj

another can become small, especially as the number
of attributes increases. The key strategy adopted by
FASTINT is therefore to split well-formed interval sub-
scriptions by event type τ, and then by attribute a, thereby
using one data-structure for each attribute of every event
type (see Figure 4).

For presentation simplicity, in the following, we as-
sume that (1) attributes are named uniquely in event
types and are ordered in events (e.g., based on names),
and that (2) subscription identifiers are contiguous. x
represents a sequence x1, ..., xn.

A broker bj in a CPSN receives well-formed interval
subscriptions from subscribers ci connected to it as well
as downstream brokers. Subscriptions on an event type
with k attributes are of the form χ = δ1 ∧ · · · ∧ δk.
A client (see Algorithm 1) communicates with its edge
broker bj . When creating a normalized subscription χ
(line 6), wildcard constraints are automatically added for
unconstrained attributes. Upon receving an event e, a
client ci verifies if χ(e) holds, as updates might have
occurred in the meantime. Updates to a predicate δr
trigger the sending of an update message to bj .

5.2 Subscription Indexing

Next we focus on the FASTINT broker algorithm. As
illustrated in Figure 4 data-structures for storing con-
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Algorithm 2 FASTINT broker algorithm as executed
by bi. Common processing of data-structure modifica-
tions (new subscriptions, unsubscriptions, updates) are
regrouped in PROPAGATE.

⊕
represents concatenation.

1: init
2: subs[] {subscribed clients/brokers by event types τ}
3: pubs[] {publishing clients/brokers event types τ}
4: vals[][][] {current constraint values by event types τ, attribute, node id}
5: S[][] {per-attribute data-structures by event types τ and attribute}

6: upon RECEIVE(SUB, τ,
⊕

r vr) from nj do
7: updates← ∅
8: subs[τ]← subs[τ] ∪ {nj} {add node to subscribers of τ}
9: for all ar ∈ τ do

10: vals[τ][r][nj ]← vr
11: v0 ← LUB(S[τ][r]) {old LUB}
12: INSERT(S[τ][r], vr, nj)
13: vν ← LUB(S[τ][r]) {new LUB}
14: updates← updates ∪ {〈rl, v0, vν〉}
15: PROPAGATE(τ, updates)

16: upon RECEIVE(UNSUB,τ) from nj do
17: updates← ∅
18: subs[τ]← subs[τ]\{nj}
19: for all ar ∈ τ do
20: v ← vals[τ][r][nj ] {get vals for nj ’s condition}
21: vals[τ][r][nj ]← ⊥
22: v0 ← LUB(S[τ][r]) {old LUB}
23: DELETE(S[τ][r], v, nj)
24: vν ← LUB(S[τ][r]) {new LUB}
25: updates← updates ∪ {〈rl, v0, vν〉}
26: PROPAGATE(τ, updates)

27: upon RECEIVE(UPD, τ, {〈r1, v1〉, ..., 〈rm, vm〉}) from nj do
28: updates← ∅
29: for all l ∈ 1..m do
30: v0 ← LUB(S[τ][rl]) {old LUB}
31: if typeof(rl, τ) = string then
32: 〈vl1 , vl2〉 | vl = vl1 • vl2
33: DELETE(S[τ][rl], vl1 , nj) {del from hash map S[τ][rl]}
34: INSERT(S[τ][rl], vl2 , nj) {add to hash map S[τ][rl]}
35: vals[τ][rl][nj ]← vals[τ][rl][nj ]\{vl1} ∪ {vl2}
36: else
37: UPDATE(S[τ][rl], vals[τ][rl][nj ], vl, nj) {update S[τ][rl]}
38: vals[τ][rl][nj ]← vl
39: vν ← LUB(S[τ][rl]) {new LUB}
40: updates← updates ∪ {〈rl, v0, vν〉}
41: PROPAGATE(τ, updates)

42: procedure PROPAGATE(τ, {〈r1, v01 , vν1 〉, ..., 〈rm, v0m, vνm〉})
43: updates← ∅
44: for all l ∈ 1..m do
45: if vνl 6= v0l then {LUB change⇒update upstream}
46: if typeof(rm, τ) = string then
47: updates← updates ∪ {〈rl, v0l \vνl • vνl \v0l 〉}
48: else
49: updates← updates ∪ {〈rl, vνl 〉}
50: if updates 6= ∅ then
51: SEND(UPD, τ, updates) to all bk ∈ pubs[τ]

straints are accessed by a double index, namely on event
type τ and attribute. In Algorithms 2 and 3, S represents
this index. In addition the algorithm uses three associa-
tive maps subs, pubs and vals. The former two store sets
of subcribing clients or downstream brokers, and sets
of publishing clients or upstream brokers, respectively,

[MIN(int),0]
V = 0001
S = {4}
C = 1

[0, 15]
V = 0011
S = {3,4}

C = 2

[15, 25]
V = 0111

S = {2,3,4}
C = 3

[25, 30]
V = 0001
S = {4}
C = 1

[30, 50]
V = 1001
S = {1,4}

C = 2

[50, MAX)int)]
V = 0001

S= {4}
C = 1

[MIN(int),25]
0       15     25

[25, MAX(int)]
  30    50    MAX(int)

[MIN(int), MAX(int)]
    25           MAX(int)
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hash(z)
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V = 1011 S = {1,3,4} C = 3 
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V = 0110 S = {2, 3} C =1 
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Fig. 5: Illustration of FASTINT. We assume
subscriptions χ1 = (x ∈ [30, 50] ∧ z ∈ {"IBM"}), χ2 =
(x ∈ [15, 25] ∧ z ∈ {"AMZN"}), χ3 = x ∈ [0, 25], χ4 =
z ∈ {"IBM"}. Nodes with matching constraints are

shaded green. Matched event is {x:27,z:"IBM"}

indexed by event type τ. For presentation simplicity
operations on these data-structures are represented as
assignments← and operations on the sets that they store.
To perform subscription updates efficiently, vals is used.
vals reflects the normalized nature of subscriptions, and
their inherent parameterization: vals[τ][r][nj ] contains a
client/downstream broker’s (with id nj) current bounds
on the interval query or set inclusion constraint on
attribute ar of event type τ. Each well-formed sub-
scription χ on τ namely contains exactly one constraint
on any attribute ar. The constraint either consists in
upper and lower bounds (two values) or in a set of
permissible values depending on the type typeof(r, τ)
of the attribute ar in τ. Either of these can represented
by a sequence of values v. In the absence of actual
constraints, MIN(τ) and MAX(τ) are the values for an
attribute of ordered type τ and ∗ the single value for
an attribute of string type. Note that this model also
captures structural updates: for example, an update from
[MIN(τ), v] to [v′,MAX(τ)] for an attribute a reflects
the change of a constraint a ≤ v to a constraint a ≥ v′.

5.3 SV Tree and Hash Maps

While vals serves for fast updates, FASTINT stores
constraints for actual matching in a SV tree for an a of
an ordered type (see x in Figure 5), and in a hash map for
an attribute a of an enumerated type (see z in Figure 5).
The potential drawback of a matching algorithm based
on the divide and conquer strategy is that when an event
with values for k attributes e = {a1 : v1, . . . , ak : vk}
is received, each of the corresponding k data-structures
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has to be queried and the results combined. If querying
data-structure i produces resulti, the set of subscriptions
result matching e is the intersection ∩ki=1 resulti whose
naı̈ve computation takes O(maxi(|resulti|)) time. This
is undesirable because |result| in many cases will be
smaller than any of the |resulti|.

To avoid this, we precompute three pieces of infor-
mation for the relevant nodes in the attribute data-
structures – S, C and V . S is the set of identifiers of
subscriptions whose respective constraints on attribute
a satisfy (“include” in the case of interval subscriptions)
the value(s) represented by that specific node. C is
simply |S|, and V is a bit vector of size N , indexed by the
identifiers of subscriptions. Bit V [i] is set to 1 iff i ∈ S. We
use S,C and V for computing intersections efficiently.

When a is of the string type, an entry in the hash map
for attribute constraint a ∈ {v} contains a tuple 〈S,C, V 〉
as outlined above with S being the set of identifiers of
subscriptions with constraints on a including v .

A segment tree [28] is a data-structure for storing line
segments or intervals (represented as axis-parallel line
segments). In this paper, we introduce an SV tree , which
is a segment tree optimized for queries on points (rather
than intervals) and augmented with information such
as 〈S,C, V 〉 mentioned above for efficient intersection.
Our SV tree is implemented as a B-tree with a fanout of
f , i.e., each node in the B-tree has at least f and up to
2f − 1 children. Assuming that there are n subscriptions
to be processed, let the canonical intervals (i.e., intervals
specified in the subscriptions) corresponding to an
ordered attribute a be [v1, v2], . . . , [v2n−1, v2n]. Like
traditional segment tree construction algorithms,
FASTINT partitions the real line induced by the
values vi, i.e., FASTINT sorts the endpoints of
the canonical intervals, obtaining v′1, . . . , v

′
2n, and

stores the following disjoint elementary intervals
[MIN(τ), v′i], [v

′
1, v
′
2], [v′2, v

′
3] . . . [v′2n−1, v

′
2n], [v′2n,MAX(τ)]

in the leaves of the segment tree. Each leaf node is
also augmented with 〈S,C, V 〉 just like hash map
entries. An intermediate node contains simply the
minimal interval covering all segments of its sub-nodes
(either intermediate or leaf nodes). While matching
an attribute of an event against the corresponding SV
tree , matching occurs recursively one level at a time
with at most one sub-node’s interval matching at any
level. After reaching a leaf node, 〈S,C, V 〉 is returned.
〈S,C, V 〉 is similarly stored for every key in a hash map
and returned upon a corresponding query.

5.4 Basic Operations

Assuming that the hash map implementation uses a
good hashing function, load factors less than 0.5, and
chaining and rehashing, all elementary hash mapoper-
ations have a time complexity of O(1) [29]. In the case
of a set of values v = v1...vl this time is multiplied by l.
Note that for complexity comparisons we can consider
l = 1, because l > 1 would require a disjunction of l con-
junctions in a regular DNF subscription:

∨
k∈1..l a = v1.

In the formal description of FASTINT in Algorithms 2
and 3, the standard operations on hash maps and SV
tree s are represented in a uniform manner:

INSERT(D, v, id) creates of an association between v and
id in data-structure D. In the case of a hash map, v
represents a set of keys (values from the perspective
of matching) for which id (a process identifier nj)
is added to the set of corresponding values. For an
SV tree , v = v1, v2 represents the upper and lower
bounds of an interval which is of interest to id. In
the case of a hash map, insertion of each key of v
has a time complexity of O(1) due to hashing. But,
assuming that the hashmap contains n subscriptions,
i.e. n keys, the vector V associated with each key is
of size n. Hence updating n vectors has a time com-
plexity of O(n), which becomes the time complexity
of INSERT(D, v, id). The same is true in the case of an
SV tree . Inserting an interval [v1, v2] into the SV tree
only involves traversing log n nodes of the tree to find
the spots to insert v1 and v2, but up to n vectors have
to be updated, with a time complexity of O(n).

DELETE(D, v, id) removes the association between v and
id from data-structure D. In the case of a hash map,
id is removed for all keys v. For an SV tree , the
interval denoted by v = v1, v2 associated with id
is removed.In the case of a hash map, deletion of
each key of v has a time complexity of O(1) due to
hashing. But, assuming that the hashmap contains n
subscriptions, i.e. n keys, the vector V associated with
each key is of size n. Hence updating n vectors has
a time complexity of O(n), which becomes the time
complexity of DELETE(D, v, id). In the case of an SV
tree , deleting an interval [v1, v2] from the SV tree only
involves traversing log n nodes of the tree to find the
tree nodes containing v1 and v2, but up to n vectors
have to be updated, with a time complexity of O(n).

RETRIEVE(D, v) queries data-structure D for all ids as-
sociated with value v . For a hash map, the return set
includes all values stored for key v ; for an SV tree the
query returns the ids of all intervals which contain v .

LUB(D) returns the “covering constraint” for data-
structure D. For a hash map H this includes all keys,
unless the key set includes the wildcard ∗, in which
case only that value is needed. For an SV tree , the
covering interval stored in the root node is returned.

UPDATE(D, v, v′, id) changes the association between v
and id in data-structure D to v′ for id. This can be
naı̈vely implemented by DELETE and INSERT. This
operation is only used for S, where both bounds for a
constraint are replaced atomically for simplicity even
if only one has changed; in the case of hash maps used
for string attributes, updates focus on only adding
new elements and removing obsolete ones.

Handling of new subscriptions and unsubscriptions
follow similar structures. Changes are made to all rele-
vant data-structures. For any such data-structure D, the
LUB before update is stored. After all updates have been
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performed, the set of previous LUBs and respective new
LUBs are passed to PROPAGATE which determines all
actual changes. In the case of interval queries, it suffices
that one of the bounds has changed. In the case of set
inclusions the obsolete elements v1 and new elements
v2 are determined; the two sets are concatenated by
inserting a special token value •: v1 • v2. When handling
a corresponding update message UPD, the two sets are
removed from and added to the appropriate hash map
respectively. After handling such an update, any transi-
tive updates are similarly handled via PROPAGATE. This
illustrates the fundamental nature of updates in Beretta:
except when a broker b1 connects to another broker b2
for the first time or disconnects from b2, all changes in
broker connections take place via update messages.

5.5 Matching

When an event e with k attributes is received
(Lines 52-65 in Algorithm 3), at most k corresponding
data-structures are “evaluated” to determine subscrip-
tions that match e. If an attribute ai is of an ordered type,
then S is queried in O(1) to retrieve the corresponding
SV tree T (Line 59). If e’s ai value is vi, then T is
searched with vi to determine the set of intervals (and
thereby the subscriptions S[i]) that match vi. If ai is
of string type, S is queried in O(1) to retrieve the
corresponding hash map H . The subscriptions S[i] that
match vi are obtained by querying H for vi. GET on hash
maps and SV tree s returns a tuple with three elements,
〈S,C, V 〉.

In Algorithm 3, we use a variable V ec to refer to a
precomputed bit matrix whose dimensions are k × N .
When an event e = {a1 : v1, . . . , al : vk} is received, V ec[i]
points to the vector encoding subscriptions matching
vi. Since every subscription matches an unconstrained
attribute, V ec[i] points to a bit vector whose bits are 1
if ai is unconstrained. Since result ⊆ minki=1(resulti),
Algorithm 3 keeps track of the index (min result index)
of the smallest resulti, and the set of subscriptions
contained in it. To decide whether e matches any of
the subscriptions in resultmin result index, a bitwise AND
operation is performed on the k bits of V ec[j] for all
j ∈ V ec[min result index]. This yields a complexity of
O(K log N + KminKi=1(|resulti|)), because k ≤ K.

5.6 Summarization Approximation

When sending a summary to a parent, a broker approx-
imates the summarization. Remember that a broker man-
ages a separate data-structure S[τ][r] for each attribute ar
of a given event type T. The LUB of such a data-structure
covers all conditions on the respective attribute for all
subscriptions known to the broker. A broker summary
for a given event type simply consists in the conjunction
of these LUBs. In Algorithm 2 this conjunction arises
implicitly, as update messages (line 51) contain the LUBs
for the relevant types and attributes.

This approximation can be disabled in Beretta, e.g.,
for sets of summarized subscriptions below a threshold

Algorithm 3 FASTINT – matching
52: upon RECEIVE(PUB, τ, e = {a1 : v1, . . . , ak : vk}) from nj do {New}
53: Subs←new 2-D array of size k × |subs[τ]|
54: Count←new 1-D array of size k
55: V ec←new 2-D array of size k × |subs[τ]|
56: min result count← |subs[τ]|
57: min result← subs[τ]
58: for i = 1..k do
59: 〈Subs[i], Count[i], V ec[i]〉 ← RETRIEVE(S[τ][ai], vi)
60: if Count[i] ≤ min result count then
61: min result count← Count[i]
62: min result index← i
63: for all index ∈ Subs[min result index] do
64: if BITWISE-AND(V ec[index][1, . . . , k]) = 1) then
65: result← result ∪ {index}
66: for all nk ∈ result\{nj} do
67: SEND(PUB, τ, e) to nk

size, and a disjunction (created like in traditional ap-
proaches) sent to parent brokers instead. In this scenario,
a subscription sent by a broker bi to its parent broker
bj consists in fact in a set of (logically disjoined) nor-
malized subscriptions, say of size u, necessary to cover
all subscriptions of bj . Upon a change at bi to its data-
structures, e.g., induced by the addition, removal, or
update of a subscription, there are two scenarios: (a) the
set of disjoined subscriptions in this root subscription
remains the same, or (b) it changes. In the former case,
if the values of certain variables have changed only the
updates need to be transmitted to bj . In the latter case
we can further distinguish three cases, based on whether
the number of disjoined subscriptions in the root (b.1)
grows to v, (b.2) remains u (some subscriptions in the
disjunction may have changed though), or (b.3) shrinks
to v. In all cases, we identify min(u, v) subscriptions —
preferably such that were in the previous set already —
with the previous ones, and send corresponding variable
updates where necessary. If we have more subscriptions
now (v > u) or fewer ones (v < u) then bi additionally
informs bj of the new ones to be added or of those to
be removed. The latter actions are handled differently
from regular new subscriptions on unsubscriptions, as
brokers take note of multiple subscriptions that are
logically linked to a same peer or client to avoid multiple
transmissions of the same event.

5.7 Initialization

Initialization on a given node with a set of subscribers
(downstream nodes) is simple and thus only outlined in-
formally here. After identifying the set of attribute/type
pairs across all subscriptions an empty SV tree is created
for every attribute of ordered type encountered in some
subscription, and an empty hash map is likewise created
for any attribute of enumerated type. These are indexed
in S by their respective attribute/type pairs.

Then the data-structures are populated from subscrip-
tions, one-by-one. In contrast to the handling of a new
subscription in Algorithm 2, (any) new LUBs are only
determined once all subscriptions have been added.
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TABLE 1: HTM benchmark

Increase in Decrease in Decrease in Decrease in Parameter
Throughput EPL Delay Spurious events varied

Beretta vs. 1.14 – 1.28× 1.12 – 1.19× 1.09 – 1.21× 1.38 – 1.55× # subscribers
Beretta-NoApprox 1.19 – 1.46 × 1.05 – 1.23× 1.13 – 1.31 × 1.07 – 3.17 × upd. frequency

Beretta vs. 1.58 – 1.85× 2.16 – 2.44× 1.07–1.29× 2.24 – 4.48× # subscribers
EV 1.67 – 1.97 2.16 – 2.43 × 1.95 – 2.44 × 1.61 – 3.57 × upd. frequency

Beretta vs. 3.08 – 5.98× 3.12 – 4.4× 2.05 – 5.7× 3.38 – 7.43× # subscribers
ActiveMQ 3.2 – 7.2 × 3.14 – 4.7 × 2.4 – 6.5 × 2.13 – 6.21 × upd. frequency

TABLE 2: Marketcetera benchmark

Increase in Decrease in Decrease in Decrease in Parameter
Throughput EPL Delay Spurious events varied

Beretta vs. 1.15 – 1.29× 1.14 – 1.17× 1.12 – 1.19× 1.08 – 1.35× # subscribers
Beretta-NoApprox 1.13 – 1.25 × 1.08 – 1.22× 1.15 – 1.58 × 1.04 – 1.35 × upd. frequency

Beretta vs. 2.36 – 2.47× 1.74 – 2.48× 1.26–1.81× 1.83 – 3.47× # subscribers
EV 1.67 – 1.56 2.4 – 3 × 1.98 – 4.29 × 1.68 – 3.4 × upd. frequency

Beretta vs. 5.12 – 6.67 × 2.88 – 3.6× 3.52 – 7.94× 8.45 – 15.52× # subscribers
ActiveMQ 5.23 – 7.91 × 3 – 4.06 × 2.07 – 4.49 × 8.18 – 14.56 × upd. frequency

6 SUMMARY OF EVALUATION

In this section we present a summary of our empir-
ical evaluation. Please refer to Appendix A for a de-
tailed description. We use two benchmarks for empirical
evaluation, based on: (1) Marketcetera algorithmic trad-
ing, and (2) Highway Traffic Management (HTM). We
compare Beretta against (1) Beretta-NoApprox, which
disables summarization approximation in Beretta, (2)
EV, a CPSN which uses the Rete algorithm [30] for
event matching, posets for subscription summarization
and supports parametric subscriptions [5], (3) EV-Resub,
which is the same as EV, except for the use of re-
subscriptions for subscription updates, (4) the seminal
Siena [1] CPSN, and (5) Apache ActiveMQ [21]. We
use four main metrics to evaluate the performance –
throughput, event propagation latency (EPL), delay in
propagating updates from subscribers to CPSNs, and
the percentage of stale events that are delivered to a
subscriber during subscription updates. In addition we
measure the main memory (RAM) usage of the various
CPSNs as well as bandwidth usage.

Tables 1 and 2 present an overview of our results.
Details of the topology used, benchmarks, systems be-
ing evaluated, configurations and a detailed analysis
of the results, along with graphical illustrations of the
same are presented in Appendix A. In the case of the
Marketcetera benchmark, we observe that the use of
summarization approximation increases the throughput
of Beretta by up to 1.29× with an increase in the number
of subscribers and by up to 1.25× with an increase in
update frequency, both of which are non-trivial. EPL,
delay and the percentage of spurious events are lower
in Beretta by up to 1.22×, 1,58× and 1.35× respectively.
With respect to Siena, the improvements in performance
are very substantial, by up to more than 100× in the case
of throughput. This is because of (1) the use of posets for
both summarization and matching, (2) inefficiencies due
to not aggressively using types, and (3) the use of re-

subscriptions for handling subscription changes. Similar
trends are also seen in the case of EPL and delay (more
than 5times lower) as well as the percentage of spurious
events (more than 20× lower). As the differences in
performance are easily observed in the case of Siena, we
do not quantify them in more detail in Tables 1 and 2.

In the case of Marketctera, when compared to EV, the
performance benefits are much more substantial – up
to 2.47× higher throughput, and up to 3×, 4.29× and
3.47× lower EPL, delay and spurious events respectively.
Since EV already supports re-subscriptions, these bene-
fits are purely due to the efficiency of FASTINT over
the Rete matching algorithm due to type-based splitting,
indexing and efficient computation of intersections. In
Appendix A, we also observe a comparison of EV vs. EV-
Resub as well as Beretta vs. EV-Resub – EV significantly
outperforms EV-Resub which characterizes the perfor-
mance benefits of parametric subscriptions. We also ob-
serve that performance benefits of Beretta are much more
substantial when compared to ActiveMQ – up to 7.91×
higher throughput as well as up to 4.06×, 7.94× and
15.5× lower EPL, delay and spurious events respectively.
This is both because of the absence of a summarization-
based overlay network, as well as inefficient matching.

As hinted to by Table 1, performance benefits similar
to Marketctera are also seen in the case of HTM. The
trends are very similar, even though the two benchmarks
having different numbers of publishers, subscribers and
event types. The causes of these performance trends
between the different systems also remain the same, as
contained in the discussion of Marketcetera above.

7 CONCLUSIONS

This paper has presented Beretta, a new content-based
publish/subscribe system. Beretta introduces types, and
a simplified predicate grammar which allows it to nor-
malize all subscriptions, leading to implicit parameteri-
zation and thus fast, localized, subscription updates.

Many algorithms for CPS matching have been pre-
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sented in literature, most without analysis of their com-
plexity. FASTINT is to the best of our knowledge the first
algorithm to achieve matching of events with a number
of constraint matches logarithmic in the total number of
subscriptions. FASTINT also lends itself well to subscrip-
tion summarization [31], by allowing for the most generic
constraints on individual attributes to be extracted easily
from respective data structures and conjoined to form an
over-approximized summary of size O(K). For precise
summarization, a poset can also be used [32].

This paper, in addition to presenting FASTINT, also
presents a detailed empirical evaluation of Beretta by
varying several parameters – number of event types,
update rate at subscribers, number of subscribers as well
as selectivity. In all cases, Beretta outperforms several
other state-of-the-art publish/subscribe systems.
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APPENDIX A
EVALUATION

In this section we empirically evaluate the perfor-
mance benefits of the techniques adopted by Beretta –
subscription normalization, summarization approxima-
tion and fast intersections.

A.1 Metrics

We use the following metrics. In short, high through-
put, low event propagation latency, low delay, low mem-
ory usage and few spurious events are desirable:

Throughput. Throughput is the number of useful events
delivered to the application by the CPSN per second. It
depends on the number of publishers, their production
rates, the selectivity of the subscriptions, and the rate
at which individual subscribers update their subscrip-
tions. Selectivity of a subscription is the probability
that an event satisfies the subscription. A value of
1.0 implies that every published event satisfies the
subscription; a selectivity of 0.0 means that none do.

Event propagation latency (EPL). EPL refers to time taken
by an event to propagate from publishers to sub-
scribers through the CPSN. If an event e is produced at
time t1 and is delived to a single subscriber at time t2,
then the EPL of that event is t2− t1. EPL measures the
timeliness of the subscription summarization, update
and event routing algorithms in a CPSN, and is a
function of: (1) the time taken by a broker to decide
whether an event has to be discarded or sent to a
subscriber/downstream broker, (2) the bandwidth of
the network links used to connect brokers, and (3)
network traffic and congestion on broker-broker links.
We ensured that clocks of publishers and subscribers
were synchronized while assessing EPL.

Delay. Delay is the time taken by a CPSN to react to
subscription updates. It is gauged by the timespan
between an update and the reception of the first
corresponding event: if a subscriber changes its sub-
scription Φ to Φ′ at time t1 and the first event matching
Φ′ but not Φ is delivered at time t2, then the delay
at that subscriber is t2 − t1. Delay measurements do
not require synchronized clocks across nodes, because
both time measurements are taken at the subscriber.

Spurious events. If a subscriber Si changes its subscrip-
tion Φ to Φ′ at time t1, then spurious events are those
matching Φ but not Φ′ sent to Si after t1. Local filtering
on a subscriber can always avoid the delivery of
spurious events to the application, but spurious events
still waste network bandwidth and such local filtering
can lead to adverse increased stress on subscriber,
especially resource-constrained ones.

Memory (RAM) usage. This self-explanatory metric as-
sesses the overhead of FASTINT and other Beretta
algorithms over other systems. Memory usage mea-
surements are taken at the brokers.

Link bandwidth usage. This metric measures the band-
width usage of a link between any two nodes in the

CPSN overlay network in MB/s.

A.2 Systems for Comparison

a. Beretta includes subscription normalization, fast inter-
section, and summarization approximations.

b. Beretta-NoApprox refers to a version of Beretta
without the summarization approximation.
Here, subscription summarization happens
through posets. Other aspects of Beretta including
normalization and FASTINT remain unchanged.

c. EV is a CPSN which uses the Rete algorithm [30]
for event matching, posets for subscription summa-
rization and supports parametric subscriptions [5].
We compare Beretta against EV because the Rete
algorithm is widely used in the design and im-
plementation of publish/subscribe systems (e.g.
PADRES [19]). EV supports parametric subscrip-
tions but no structural updates to subscriptions.

d. EV-Resub is the same as EV, except that it does not
support parametric subscriptions, but instead uses re-
subscriptions for subscription updates.

e. Siena [1] is a seminal CPSN using the Siena Fast For-
warding [11] algorithm for event matching and posets
for subscription summarization. Subscription updates
require re-subscriptions. We used the Java implemen-
tation (version 2.0) of Siena, and configured it to use
the “Ka” protocol for client-broker and broker-broker
communications. In the “Ka” protocol, the client-broker
and broker-broker connections are persistent TCP, i.e.,
TCP/IP sockets are used and connections persist for
the lifetime of the client or broker, instead of being re-
established for every event/subscription.

f. ActiveMQ [21] is a widely-used open source
(Apache 2.0 licensed) message broker and CPSN
which fully implements the Java Message Ser-
vice 1.1 (JMS) standard. It provides “enterprise
features” like clustering, multiple message stores,
and ability to use any database as a JMS per-
sistence provider. ActiveMQ, however does not
perform subscription summarization and does not
construct summarization-based or distributed hash
table based overlay networks, as in classic or
datacenter-based CPSNs. If the set of subscriptions
is too large for a single broker, ActiveMQ can be
used with a distributed set of brokers through man-
ual partitioning of the subscription space, typically
using the type of the event. This is mainly done
for load balancing among ActiveMQ brokers. We
disable persistence and flow control in ActiveMQ
to make the comparison with other systems fair.

A.3 Benchmarks

We use two benchmarks to evaluate performance.

A.3.1 Marketcetera

The Marketcetera automated trading platform [33] is
an open source software platform supporting ACTIV
market data feeds [34] as well as the Financial Infor-



IEEE TPDS SUBMISSION, JUNE 2014. CONFIDENTIAL. 13

1500 20 40 60 80 100 120

30,000

0

5000

10,000

15,000

20,000

25,000

Number of edge brokers

Th
ro

ug
hp

ut
 (e

ve
nt

s/s
)

Siena

EV-Resub and EV-Upd

Beretta

(a) Throughput (0 updates/s) (HTM
benchmark)

1500 20 40 60 80 100 120

35,000

0

5000

10,000

15,000

20,000

25,000

30,000

Number of subscribers

Th
ro

ug
hp

ut
 (e

ve
nt

s/s
)

Beretta

Siena
EV-Upd and EV-Resub

(b) Throughput (0 updates/s) (AT
benchmark)

1500 20 40 60 80 100 120

600

0

100

200

300

400

500

Number of edge brokers

La
te

nc
y 

(m
s)

Siena

EV-Resub &
EV-Upd

Beretta

(c) Latency (0 updates/s) (HTM benchmark)

1600 20 40 60 80 100 120 140

400

0

50

100

150

200

250

300

350

Number of subscribers

La
te

nc
y 

(m
s)

Siena

EV-Upd and EV-Resub

Beretta

(d) Latency (0 updates/s) (AT benchmark)

50000 1000 2000 3000 4000

100,000

70,000

75,000

80,000

85,000

90,000

95,000

Number of event types

Th
ro

ug
hp

ut
 (e

ve
nt

s/s
) 8 conditions/subscription

6 conditions/subscription

4 conditions/subscription

2 conditions/subscription

(e) Broker throughput vs subscription
complexity

10 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

130,000

60,000

70,000

80,000

90,000

100,000

110,000

120,000

Selectivity

Th
ro

ug
hp

ut
 (e

ve
nt

s/s
)

1000 event types
2000 event types

3000 event types

4000 event types

(f) Broker throughput vs subscription
selectivity

Fig. 6: Comparing Beretta’s performance with EV-Resub, EV-Upd and Siena. Figs. (a) to (d) show improvements
in throughput and latency when the update frequency is 0 and the number of subscribers in AT and edge brokers
in HTM is varied in the HTM and AT benchmarks. Figs. (e) and (f) show per-broker throughput on statistically

generated workloads

mation eXchanage (FIX) protocol [35] for order routing
and financial transactions. It has been recognized by
the New York Stock Exchange (NYSE Euronext) [36]. A
stock exchange simulator acts as the publisher and the
trading components (i.e., programs written by traders
using several monitoring and trading strategies) are the
subscribers. By default, Marketcetera uses ActiveMQ for
event propagation.

A.3.2 Highway Traffic Management (HTM)

This is a synthetic benchmark inspired by several
publish/subscribe-based traffic management systems,
the best example being the Tokyo highway system [37].
Such a system consists of a CPSN with several sensors
and cameras located at various points along the high-
way, monitoring road conditions, traffic density, speeds,
temperature, rainfall, snow etc. So, in this benchmark,
publishers are the various sensors and the subscribers
are vehicles, and traffic monitoring stations. Consider a
vehicle equipped with a GPS-based navigation system
(which can either be the system installed in the vehicle or
the system in a tablet/ smartphone held by driver/pas-
senger) driving through the highway. Typically, the nav-
igation system is interested in traffic density in the geo-
graphic area around it (an example being red, yellow and

green colored highways in Google Maps). Sometimes the
system also serves local advertisements from merchants
in the vicinity of the driver. The navigation system uses
this information to plot alternate routes with minimum
traveling time to the destination. Each sensor connects
to one broker, and publishes events to the CPSN. While
traveling a portion of the road covered by a broker, a car
navigation system connects to the broker and subscribes
to events of interest, parameterized by current location
(GPS coordinates). The location of a moving car changes
constantly and thus the navigation system updates its
subscriptions periodically, or as initiated by the driver.
Brokers are typically interconnected by a wired network.

A.4 Results and Analysis – 0 Updates/s

First, we compare the various systems when there are
no subscription updates. This section consequently illus-
trates the benefits of our type-based divide and conquer
matching algorithm that uses fast intersections, and the
experiments here do not exercise the re-subscription or
subscription update portion of the code base.

A.4.1 Experimental Setup

For Marketcetera, we used 100 subscribers (“traders”)
for this experiment. For the default configuration rec-
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Fig. 7: Evaluation of Beretta using Marketcetera and HTM benchmarks, by varying the number of subscribers,

while keeping the number of brokers, publishers and the frequency of subscription updates constant. Please refer
to Appendix A.6.1 for a detailed description of the experimental setup.
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ommended by the Marketcetera documentation using
ActiveMQ, we used twenty ActiveMQ brokers, with
each broker connected directly to the publisher. As rec-
ommended in the Marketcetera documentation [33], the
set of event types produced by the stock exchange was
uniformly partitioned into five sets with four brokers
“responsible” for handling each subset of event types,
i.e., the publisher sends every event to four ActiveMQ
brokers. So, each ActiveMQ broker is connected to the
publisher and 25 subscribers. Each subscriber connects
to five ActiveMQ brokers, issuing subscriptions as nec-
essary. The subscriptions of any subscriber are not uni-
formly partitioned among the five ActiveMQ brokers
because they are not uniformly distributed among the
set of event types – this is typical in a real algorithmic
trading scenario where all subscribers (traders) do not
uniformly subscribe to the available stock categories.

For Siena, we use the same publisher and the set
of 100 traders along with 20 Siena brokers arranged
in a hierarchical broker overlay as is typical for such
an application scenario – newswires and market data
systems at the top, large clearing houses at the second
level, large brokerages and trading firms at the next
level to which small brokerages and consumers connect.
Our topology had 3 levels in total, and the number of
children per node in each level varied between 1 and
4, depending on the total number of brokers in the
various experimental setups described in the later sub-
sections of this appendix. The number of brokers at the
top level (level-1) was 3, and subscribers are attached to
brokers at all levels starting at level-2, and are uniformly
distributed among the brokers. We use the same overlay
as Siena for the other CPSN systems under evaluation
– EV, EV-Resub, Beretta, Beretta-NoApprox. We had to
use a different overlay (described above) for ActiveMQ
where publishers and subscribers are directly connected
to brokers, because ActiveMQ does not support the
construction of summarization-based overlays as Siena
and the other systems under evaluation.

The publisher and subscribers ran on quad-core Intel
Core i7 2.8Ghz machines with 8GB RAM. The brokers
ran on 8-core Intel Xeon 1.8GHz machines. All machines
were Linux-based (Gentoo Linux 2.0.3) and installed
with the Java Hotspot 64-bit server VM version 1.6.
The experimental runs were repeated 100 times, and the
results averaged.

For HTM, we used a traffic management CPSN based
on [38]. We assume a region with intersecting highways,
the exact layout of the highways being the layout of
interstate highways in the Chicago metro area. The total
length of all highways is 100 miles, with publishers (i.e.)
sensors distributed along the highway. The number of
publishers is held constant at 200, with each publisher
covering a 0.5 mile stretch of highway. We keep the num-
ber of subscribers constant at 15000, with 100 subscribers
connecting to a broker (i.e. the edge broker).

The topology for HTM is a connected graph, without
any hierarchies. CPSNs in traffic management are not hi-

erarchical, because highways around major urban cities
are not hierarchical.

The maximal throughputs of the different systems are
not identical. Therefore, for fairness, we pre-generated a
larger number of events at each publisher, and then let
each system handle that same set of events “as quickly as
possible”. We never observed any buffer overflows with
the number of events considered. Also, the selectivity in
the case of both Marketcetera and HTM is 25%.

A.4.2 Results

Figures 6a,6b,6c and 6d describe the performance of
Beretta vis-a-vis EV-Resub, EV-Upd and Siena when
there are no subscription updates, either structural or
parametric.

The throughput of Beretta is more than 100× the
throughput of Siena, which demonstrates the effect of
reducing event matching from O(k n) to O(k log n). This
also decreases event dissemination latency by more than
5× in both benchmarks. Figures 6a and 6b show that the
throughput of Beretta is up to 1.48× the throughput of
EV-Resub or EV-Upd for the AT benchmark and 1.69×
the throughput for the HTM benchmark. When there are
no updates, the throughput of EV-Resub and EV-Upd
are almost equal, as expected. This proves that Beretta
improves on the highly effective Rete algorithm by more
than 48%, despite Rete’s construction of a separate event
flow graph. We also note that Rete is memory intensive
but Beretta is not.

A.5 Broker-level Analysis

Figures 6e and 6f show that Beretta retains a high per-
broker throughput irrespective of the selectivity of the
subscriptions and the complexity (number of conditions)
of the subscription. Figures 6e and 6f measure per-
broker throughput under various statistically generated
workloads, and they do not correspond to either the
HTM or AT benchmarks. In Figure 6e, we measured
the throughput of a Beretta broker while simultaneously
increasing the number of event types and the number of
conditions per subscription (predicate). The total number
of subscriptions was 100,000, which were uniformly
distributed over all event types i.e. when there are
100,000 subscriptions and 5000 event types, there were
20 subscriptions per event type. Though the throughput
of Beretta decreases by ∼25% when the number of
event types involved is increased from 100-1000, the
throughput stabilizes and decreases only by ∼6% when
the number of event types is increased from 1000-5000.
Similarly, Figure 6f shows that throughput decreases
as the selectivity of the subscription decreases (from 0
to 1). Recall that selectivity of a subscription refers to
the probability that a subscription matches an event.
When a subscription is highly selective, more events are
filtered out by Beretta’s algorithms, and consequently
more events can be “pushed through” a broker, resulting
in higher throughput. When selectivity decreases and
reaches 1, every event is matched to some subscription,
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which leads to more conditions being evaluated on each
event, thereby decreasing throughput.

A.6 End-to-end System Evaluation

In this sub-section, we compare Beretta with other
systems by varying (E1) the update frequency of sub-
scriptions, while keeping the size of the CPSN and the
number of publishers, subscribers and brokers constant;
and (E2) the size of the CPSN by varying the number
of subscribers while keeping the update frequency con-
stant.

A.6.1 Experimental Setup

For E1, in the case of Marketcetera, we use the same
setup as in Section A.4.1, but vary the frequency of up-
dates at each trader (subscriber) from 10 to 100, keeping
the number of subscribers (traders) constant at 100. For
E2, in the case of Marketcetera, we use the same setup as
in Section A.4.1, but vary the number of traders from 10
to 100, while keeping the frequency of updates constant
at 50 updates/s/trader.

For E1, in the case of HTM, we keep the number
of subscribers constant at 15000, with 100 subscribers
connecting to a broker (i.e. the edge broker). The number
of brokers is also held constant at 150, and all brokers are
edge brokers – because the overlay is not hierarchical.
We then increase the update rate at each edge broker
from 0 updates/s to 100 updates/s. A key question to
be answered for the HTM experimental setup in E1 is a
realistic update frequency at which the various CPSNs
have to be evaluated. The update frequency i.e., rate
of subscription updates, is dependent on the following
parameters: (1) the length of highway controlled by a
broker, (2) periodicity of subscription updates by the
navigation system, and (3) average number of appro-
priately equipped vehicles on the stretch of highway
controlled by a broker. In this benchmark, we only con-
sider the case where traffic is not stagnated on spots on
the highway. During traffic stagnation, the frequency of
updates is 0 updates/s, and the CPSN does not have to
handle rapid subscription updates from the region where
traffic is stagnated. But, the designer of a HTM system
has to handle the case when traffic is free-flowing, when
there are periodic subscription updates as the subscriber
moves; and our benchmark captures this scenario. A
subscriber subscribes to 25 publishers in its vicinity.
Even the case of 100 updates/s refers to a subscriber
updating only one of its subscriptions to one of the 25
publishers every second. Hence each subscription of a
subscriber is updated every 25 seconds, which does not
correspond to an aggressive subscriber. We shall observe
in the following sections that even a relatively low rate
of subscription updates leads to a significant increase in
performance.

Then, for E2, we keep the update rate at each edge
broker constant at 50 updates/s and increase the number
of edge brokers from 8 to 150 (and hence the number of
subscribers from 800 to 15000). This being a synthetic

benchmark, we increase the number of edge brokers
along with the number of subscribers because we do not
want to overload a broker.

All the experimental runs were repeated 100 times,
and the results averaged. Furthermore, generating a
workload where updates are subsumed by existing sub-
scriptions would not improve the situation for other sys-
tems: Assume that new updates are subsumed by exist-
ing subscriptions. For systems with re-subscriptions, an
update, in general, entails x transitive re-subscriptions
if it propagates to a broker at level x from the edge
where it is subsumed, which leads to 2x messages over
the overlay (unsubscription followed by subscription). In
the case of updates as with Beretta, the corresponding
number of update messages is only x. Irrespective of
the broker at which an update is subsumed, Beretta’s
algorithms thus reduce the number of messages by
50%. For experiments involving subscription updates,
the selectivity varied between 15.63% and 38.9%.

A.6.2 Throughput

For setup E1 outlined in Appendix A.6.1, Figure 8a
compares the throughput of Beretta against the other
systems for the Marketcetera benchmark. From Fig-
ure 8a, we observe that Beretta has the highest average
throughput of all the six systems. The throughput of
all the systems decreases as the frequency of updates
per trader increases. This is due to increased churn at
the brokers where subscription changes conflict with the
processor cycles available for matching, irrespective of
the matching algorithm used. We also observe from Fig-
ure 8a that Beretta has the highest average throughput
of all the six systems. This is due to the efficiency of both
Beretta’s matching algorithms and its inherent handling
of subscription updates, including structural updates as
interval parameter updates. We observe a similar trend
for HTM in Figure 8h.

As mentioned earlier in Section 6, the use of subscrip-
tion approximation does have a tangible effect on the
throughput of Beretta. The exact numbers are available
in Table 2. With respect to Siena, the improvements in
performance are very substantial, by up to more than
100× in the case of throughput. This is because of three
factors (1) the use of posets for both summarization and
matching, (2) inefficiencies due to not aggressively using
types, and (3) the use of re-subscriptions for handling
subscription changes. We observe a similar trend for
HTM in Figure 8h.

In the case of Marketctera, when compared to EV,
the performance benefits for Beretta are substantial –
up to 2.47× higher throughput, as the update frequency
is varied. Since EV already supports re-subscriptions,
this is purely due to the efficiency of FASTINT over
the Rete matching algorithm due to type-based splitting,
indexing and efficient computation of intersections. We
also observe a comparison of EV vs. EV-Resub as well
as Beretta vs. EV-Resub – EV significantly outperforms
EV-Resub which characterizes the performance benefits
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Fig. 8: Evaluation of Beretta using Marketcetera and HTM benchmarks, by varying the update frequency and

keeping all other factors constant. Please refer to Appendix A.6.1 for a detailed description of the experimental
setup.



IEEE TPDS SUBMISSION, JUNE 2014. CONFIDENTIAL. 18

of parametric subscriptions. We also observe that per-
formance benefits of Beretta are much more substantial
when compared to ActiveMQ – up to 7.91× higher
throughput.

For setup E2 outlined in Appendix A.6.1, Figure 7a
compares the throughput of Beretta against the other sys-
tems for the Marketcetera benchmark. From Figure 7a,
we observe that Beretta has the highest average through-
put of all the six systems. The throughput of all the
systems decreases as the number of traders (subscribers)
increases due to the increase in the total number of
subscriptions and a consequent increase in the time
taken to match events to subscriptions. But this decrease
is not linear with the number of traders in the case of
both versions of Beretta as well as EV and ActiveMQ.
Throughput in the case of Beretta only drops 25% as
the number of traders is increased from 1 to 100, which
is a testimony to the scalability of Beretta’s algorithms,
and throughput remains well above 24000 events/s even
with 100 traders thereby enabling high frequency algo-
rithmic trading in Marketcetera. Also, we observe that
summarization approximation increases the throughput
of Beretta (as compared to Beretta-NoApprox) by up to
17.9%, which is non-trivial. This is due to the decrease
in latency when computing summaries in the case of
approximation, and due to lower depths of SV trees
due to the increased subscription covering guaranteed
by summarization approximation. Moreover, we also
observe from Figure 7a that the throughput of both ver-
sions of Beretta are much higher than EV with or without
parametric subscriptions (up to ∼1.85×), as well as Ac-
tiveMQ (up to ∼5.98×). The difference in throughput be-
tween ActiveMQ and Beretta is not surprising, because
ActiveMQ does not perform subscription summarization
– thereby leading to overloading at its brokers. But, the
fact that Beretta outperforms EV is significant, because
of Rete’s efficiency. This demonstrates how subscription
normalization and FASTINT can outperform even a well-
tuned event matching algorithm like Rete.

A.6.3 Event Propagation Latency (EPL)

EPL is inversely proportional to throughput. This is
evident from, for example, Figure 8b, where the EPL of
Beretta is the lowest on average, followed by Beretta-
NoApprox, EV, EV-Resub, ActiveMQ and Siena. The EPL
of Beretta, over multiple hops remains well below 100
ms for most of the scenarios in our evaluation, and only
increases to around 120 ms in a few scenarios. Also, the
increase in latency when subscriptions are summarized
using a poset is only around 10 ms, because Beretta-
NoApprox, despite having to use an inefficient poset as
the data-structure for summarization, uses the efficient
FASTINT for event matching. The trends in EPL are
similar to Marketcetera in the HTM benchmark (see, for
example, Figure 8f and 7f).

A.6.4 Delay

If there are no updates, then delay of a CPSN is unde-
fined. From Figures 8g, 8c, 7c and 7g, we observe that de-
lay also is correlated to throughput and latency, as well
as the frequency of subscription updates. Essentially, if
a CPSN has high throughput and is able to sustain it
in the presence of a high subscription update rate (as
in the case of Beretta), it processes subscription updates
fast, thereby decreasing delay. So delay is also inversely
proportional to throughput. In the case of delay, the
trends shown in Figures 8g, 8c, 7c and 7g differ from
that of throughput and latency in one key way – delay
depends mainly on whether a CPSN has specialized
techniques for processing updates or whether it uses
re-subscriptions. We observe that the delays of Beretta,
Beretta-NoApprox and EV are clearly much lower than
that of EV-Resub, ActiveMQ and Siena (which use re-
subscriptions). Also, the delay of EV and both versions
of Beretta scales much better with the number of traders
(delay increases only by ∼15%). We also observe that
avoiding summarization approximation increases delay
by 10-15 ms, and that Beretta’s inherent parameterization
actually decreases delay by 22% compared to EV. The
trends in delay in the case of HTM are very similar to
those of Marketcetera – the delay of Beretta is indis-
tinguishable statistically from that of Beretta-NoApprox,
and even EV. The small difference in delay between EV
and Beretta in the case of Marketcetera disappears in the
case of HTM because of the undirected graph overlay in
HTM which helps distribute subscription updates over
all brokers.

A.6.5 Spurious Events

The frequency of spurious events, in turn, is inversely
proportional to delay. This is because, as delay increases,
the time taken to process a subscription update at a
broker increases, thereby increasing the number of stale
events that get delivered during that time period. We ob-
serve that the percentage of spurious events delivered is
indistinguishable in both Beretta and Beretta-NoApprox
and under 2.5% even at 100 traders. The percentage of
spurious events increases rapidly for other systems both
for a given number of traders, and when the number of
traders is increased. This percentage reaches ∼15% for
systems like EV-Resub and ActiveMQ.

A.6.6 Memory (RAM) Usage

Figures 8k, 7k, 8l and 7l illustrate the average memory
usage of all the systems under evaluation. The RAM
usage here is that of a broker, averaged over all brokers.
RAM usage is higher for the HTM benchmark because
it contains a larger number of subscriptions at the edge
brokers; the effects of this are limited to 2× though as
subsumption among HTM subscriptions is high due to
clustering of vehicles in same geographical areas.

The trends in RAM usage are very interesting. We
observe that the RAM usage of Beretta, Siena and
ActiveMQ are almost the same – the differences are
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statistically insignificant. EV, however uses much more
memory (up to ∼2.6×), due to the need to store state
information about variables in the subscriptions and
the use of the memory-intensive Rete algorithm for
matching. The difference in memory usage between EV
and EV-Resub illustrates the increase in memory usage
due to variables in parametric subscriptions in EV, as
EV-Resub uses re-subscriptions and the Rete algorithm
only. The memory usage of Beretta-NoApprox is up to
∼2× higher than that of Beretta due to the use of posets
for summarization – each subscription is stored twice.

A.6.7 Bandwidth Usage

Figure 8i, 7i, 8j and 7j illustrate the mean bandwidth
usage per link for the Marketcetera benchmark. The least
efficient bandwidth usage occurs due to re-subscriptions,
as seen in the case of EV-Resub, ActiveMQ and Siena,
and the resulting increase in spurious events. The band-
width usage of EV-Resub is less (up to 78.4% less)
than Siena because of the lower percentage of spurious
events. The bandwidth usage of ActiveMQ is higher
than even Siena because ActiveMQ does not perform
any subscription summarization. We also observe from
Figure 7i that the bandwidth usage is statistically indis-
tinguishable between the two versions of Beretta and
EV. This illustrates that all three systems create similar
amounts of overlay network traffic.

APPENDIX B
COMPLEXITY ANALYSIS OF FASTINT

Next we analyze the complexity of our solutions. We
use Υ to refer to either a regular subscription Φ or
an interval subscription χ. We consider, without loss of
generality, only well-formed subscriptions defined as:

Definition 1. A subscription Υ is well-formed if (a) ∃e s.t.
Υ(e)=true, and (b) for no attribute a, Υ contains two different
constraints, for example, p = a op v and p′ = a op′ v′ s.t.
∀e p(e)⇒ p′(e).

Through (a) we rule out bogus conjunctions such as
a = v ∧ a = v′ for v 6= v′ or a < v ∧ a > v which are
unsatisfiable, without sacrificing expressiveness. Such
conflicting constraints can be detected, and their absence
is usually implicitly assumed. Similarly, (b) avoids re-
dundancies as in a < v∧a < v′, as this can be simplified
to a < v′′ where v′′ = v if v < v′ or v′′ = v′ otherwise.

Definition 2. Two subscriptions Υ1 and Υ2 are equiv-
alent (denoted Υ1 ≡ Υ2) iff for every event e,
Υ1(e) = true ⇔ Υ2(e) = true.

Theorem 1. For every regular subscription Φ there exists
exactly one equivalent interval subscription χ.

Proof: According to Definition 1, any regular sub-
scription has at most one upper bound and at most one
lower bound for an attribute of ordered type. In the case
of an equality (“=”) comparison for such attributes, the
same value is both upper and lower bound. In the case

of an enumerated type, there is at most one equality
comparison for an attribute in a regular subscription.

Theorem 2. FASTINT requires O(KN2) space for N sub-
scriptions.

Proof: Recall that N is the total number of subscrip-
tions in the system, and K is the maximum number of
attributes in any event type. Assume that each constraint
in the subscription requires constant space, i.e., O(1)
space. subs[] therefore requires O(KN) space, because
each of the N subscriptions requires O(K) space. Also,
vals[][][] stores up to O(KN) constraints and therefore re-
quires O(KN) space. S[][] contains O(K) data-structures
(SV tree s or hash maps) and its size is thus K times the
maximum size of such a data-structure. In the worst case,
an attribute a occurs in each subscription in S[][]. For an
SV tree this means storing at most N segments (dom-
inating the log N intermediate nodes) for each attribute
and a N -bit vector for each leaf node, resulting in a space
complexity of O(N2). For a hash map this means storing
at most N U different values, where U is the number of
elements in the set inclusion constraint with the largest
set {v1, . . . , vU}. As mentioned however in Section 4,
these correspond in fact to U equality constraints and
thus to U conjunctions, and we can thus factor out U for
fair comparison with previous approaches. Each hash
map entry has an N bit vector. In the worst case, the
size of each of the hashmaps is thus O(N2). Therefore
the dominating space complexity, of S, is O(KN2).

Theorem 3. The time complexity for matching an event
e to N subscriptions in FASTINT is O(K log N +
KminKi=1(|resulti|)).

Proof: In Algorithm 3, we use a variable V ec to
refer to a precomputed bit matrix whose dimensions
are bounded by k × N assuming that (1) an event e
= {a1 : v1, . . . , al : vl}, and (2) |subs[τ]| = O(N) –
we assume the worst case here, i.e., all subscriptions
in the system are on τ. V ec[i] points to the vector en-
coding subscriptions matching vi. Since every subscrip-
tion matches an unconstrained attribute, V ec[i] points
to a bit vector whose bits are 1 if ai is unconstrained.
Since result ⊆ minki=1(resulti), the algorithm in Fig-
ure 3 keeps track of the index (min result index) of
the smallest resulti, and the set of subscriptions con-
tained in it. To decide whether e matches any of the
subscriptions in resultmin result index, a bitwise AND
operation is performed on the l bits of V ec[j] for all
j ∈ V ec[min result index]. This yields a complexity of
O(K log N + KminKi=1(|resulti|)), because k ≤ K.

Theorem 4. The time complexity of adding a subscription in
FASTINT is O(KN).

Proof: A well-formed interval subscription χ has
O(K) constraints. This, in turn, implies that adding χ in-
volves adding up to K constraints to K data-structures.
Finding these K data structures has time complexity of
O(K) because finding each data-structure in S[][] has
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time complexity of O(1). Addition of a constraint on an
ordered attribute requires at most O(log N) steps in an
SV tree to find the node where the constraint has to be
inserted, followed by O(N) steps to update N bit vectors.
Here, we assume the worst case of all subscriptions being
on the same type τ to calculate the worst case complexity.
In the case of an enumerated attribute, adding each
value in the constraint is O(1) due to the use of a hash
map, but updating O(N) bit vectors still incurs O(N)
complexity. Hence, adding a constraint on any attribute
has complexity of O(N). Since there are K attributes, the
subscription time complexity is O(KN).

Theorem 5. The time complexity of removing a subscription
in FASTINT is O(KN).

Proof: A well-formed interval subscription χ has
O(K) constraints. This, in turn, implies that removing
χ involves removing up to K constraints to K data-
structures. Finding these K data structures has time
complexity of O(K) because finding each data-structure
in S[][] requires O(1). Removing a constraint on an
ordered attribute requires at most O(log N) steps in an
SV tree to find the node to be removed followed by
O(N) steps to update N bit vectors. Here, we assume
the worst case of all subscriptions being on the same
type τ to calculate the worst case time complexity. In the
case of an enumerated attribute, removing each value in
the constraint is O(1) due to the use of a hash map, but
updating O(N) bit vectors still incurs O(N) complexity.
Hence, removing a constraint on each attributes has time
complexity of O(N). Since there are K attributes, the
time complexity of un-subscription is O(KN).

APPENDIX C
RELATED WORK

By focusing on the exchanges among interacting par-
ties rather than the par- ties themselves, the publish/-
subscribe interaction paradigm [8] is very attractive for
building scalable decentralized applications. Publish/-
Subscribe systems are a class of message-oriented mid-
dleware (MOM) systems, which support sending and
receiving messages between distributed systems and al-
low application modules to be distributed over heteroge-
neous platforms, reducing the complexity of developing
applications that span multiple operating systems and
network protocols.

C.1 Origins of Publish/Subscribe

Publish/subscribe is a messaging pattern where
senders of messages, called publishers, do not program
the messages to be sent directly to specific receivers,
called subscribers. Publish/subscribe systems are usu-
ally topic-based or content-based. Content-based publish/-
subscribe (CPS) is the most expressive publish/subscribe
model because it permits subscriptions based on event
content, i.e., event attributes. Topic-based publish/sub-
scribe (TPS) can be viewed as a special case of CPS,
where the predicate is on the topic of the event – each

event is published under a certain topic, and consumers
subscribe to the topics they are interested in. Examples of
CPS middleware are Siena [11] [16], HERMES [17], RE-
BECA [18], Gryphon [7], PADRES [14], [19],GREEN [39],
XSiena [15] and JEDI [20]. Topic-based publish/subscribe
(TPS) provides limited expressiveness compared to CPS,
as a subscriber receives all messages in a topic. Examples
of TPS systems include SCRIBE [40] and Bayeux [41].
Oki et al. [8] describe the first software architecture re-
lying on the publish/subscribe paradigm. The approach
targets legacy application integration and thus refrains
specifically from extending any programming language.
Instead, the approach promotes the use of self-describing
messages which are hashmaps conveying events in the
form of key-value pairs. This simplifies the design of
the multicast infrastructure but places more burden on
application developers as these need to manually inspect
and unmarshall events upon arrival as well as manu-
ally marshal instances of application-level types to such
pairs.

C.2 Subscription Subsumption and Summarization

To avoid storing and evaluating all subscriptions at
each broker, CPSNs perform subscription summarization
based on similarities among subscriptions. When a bro-
ker receives a subscription predicate Φ from a receiver
or a downstream router, it forwards the subscription to
an upstream router unless Φ is covered by a previous
subscription Φ′, that is, unless the set of events E satisfy-
ing Φ (E = {e |Φ(e)}) is a subset of the set of events E ′
satisfying Φ′ (E ′ = {e |Φ(e)}). The condition is expressed
simply as E ⊆ E ′, or put differently, ∀ eΦ(e) ⇒ Φ′(e).
The current standard approach introduced by Siena [11],
[16] views message content as sets of attribute-value pairs,
and subscriptions as logical combinations of elementary
predicates of the form key op value where op is an
operator for the expected type of the message attribute
represented by key. To facilitate addition and removal
of predicates, these are typically stored as a partially
ordered set (poset), ordered through subsumption rules
on predicates.

Subscription summarization [12] builds on subscrip-
tion subsumption by propagating only subscription
summaries to brokers. New subscriptions are indepen-
dently merged to their respective summary structures.
Several systems use concepts similar to subsumption
and summarization. Subscription summarization signif-
icantly reduces the event processing load at each bro-
ker, when compared to approaches like static broadcast
groups. But, if a broker receives N subscriptions for a
given type of event with K attributes, several operations
performed at the broker for subscription storage, man-
agement and event forwarding exhibit O(KN) complex-
ity.

C.3 Summarization Algorithms

A poset [1] (partially ordered set) organizes subscrip-
tions according to the covering (subsumption) relation
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among them. It is easy to see how this relation introduces
a partial order: for example, if we consider three sub-
scriptions, s1: A>10, s2: A=12, and s3: B<23, s1 covers s2,
but neither does s1 cover s3 nor does s3 cover s1. In the
traditional use of a poset, all subscriptions are organized
in subsumption relationships to build a single poset. The
least upper bound (LUB) of a poset is the predicate that
covers all other predicates. In absence of an inherent LUB
for a set predicates a disjunction of these is used [1].

REBECA [18] uses subscription subsumption by con-
sidering filter merging yielding a linear execution time
irrespective of the number of subscriptions. In merging-
based routing, a broker merges the filters of existing
routing entries and forwards them to a subset of its
neighboring brokers. A perfect merging-based algorithm
generates perfect mergers and additionally ensures that
the generated mergers are forwarded in a way such
that only interesting notifications are delivered to a
broker. REBECCA uses time-based leases to verify the
subscriptions used for routing.

Gryphon [7] constructs an overlay graph such that
individual attribute matches only occur on one node.
This requires knowledge of all subscriptions and updates
if any of those change, and achieves O(Nλ) complexity
on brokers where λ depends on actual subscriptions,
coming close to 1/2 at times [7]. These support only
equality comparisons. Li et al [14], [19] propose sub-
scription covering, merging, and content matching al-
gorithms based on a modified BDD representation in
PADRES. XSiena [15] uses Bloom filters for subscription
management and event forwarding, but as proven in
[15], the complexity of subscription addition/removal
is O(2m), where m is the number of bits required to
store a condition in a subscription (i.e., filter in XSiena
terminology). Bloom filters also require O(2m) space [15].

C.4 Routing Algorithms

The Java implementation of Siena [1] uses a poset to
both summarize and route events at a broker. An event
is forwarded on a broker by matching it recursively
— starting by the LUB — against subscriptions stored
at a node in the poset, and upon successful matching
forwarding the event to corresponding subscribers and
evaluating the child nodes [1]. The time complexity, in
the worst case, for matching events to subscriptions us-
ing posets is O(N)+|result|, where N is the total number
of subscriptions and result is the set of subscriptions for
which an event has been matched is the least amount of
work required for routing an event, as an event has to
be forwarded to all subscribers matching it.

In a counting algorithm, all subscriptions are separated
into the individual constraints, which are then organized
according to their respective attributes. The rationale
behind this choice is to reduce as much as possible
the time required to compare the value of an attribute
in the event with all the constraints on that attribute
included in the different subscriptions. Associated with
each subscription s is a count of the constraints that have

been satisfied so far. When an event e satisfies all of them
(i.e., the count of satisfied constraints for s becomes equal
to the overall number of constraints in s), e may be for-
warded to all the subscribers associated to s. Carzaniga
and Wolf [11] extend centralized counting algorithms to
include disjunctions in a distributed setting; however,
the complexity has not been explicitly shown in this case.

A tree-based algorithm [7], [14], [42] organizes subscrip-
tions into a rooted search tree. Inner nodes represent
an evaluation test on a specific attribute while leaves
represent the complete subscriptions. Given an event,
the search tree is traversed from the root to the leaves.
At every node, the value of an attribute is tested, and
the satisfied branches are followed until the fully sat-
isfied subscriptions (and the corresponding associated
components) are reached at the leaves. The complexity
of these algorithms may vary depending on the actual
implementation strategies. In the worst case, however,
the time complexity is linear, i.e., O(N), in the number
of subscriptions.

All previously introduced algorithms are exact, i.e.,
they do not produce false positives. It is worth men-
tioning that some probabilistic approaches have been
proposed as well, that trade correctness for processing
time. For example, XSiena [15] uses Bloom filters for sub-
scription management and event forwarding. However,
as proven [43], the complexity of subscription addition
or removal is O(2m), where m is the number of bits
required to store a condition in a subscription. Moreover,
Bloom filters require O(2m) space [15].

Finally, while all aforementioned algorithms have been
designed to deal with events represented as attribute-
value pairs, there are cases in which more complex
structures have been used. A remarkable example is
represented by the use of XML to represent events [10].
In these cases, events have an associated type; however,
the dispatching process becomes more complex, thus
reducing the performance of the system.

C.5 Subscription Partitioning

BlueDove [44] is a novel publish/subscribe system
intended for data centers which partitions subscriptions
by attribute, and assigns matcher nodes to handle events
(i.e. check for matching subscriptions) depending on the
value of the attribute. In other words, the universe of
possible values of an attribute is divided into disjoint
intervals, and matching nodes are assigned to handle
an interval or a set of intervals. The choice of the
attribute on which nodes have to be partitioned or the
number of intervals assigned to a matching node can be
dynamically adjusted based on system load. We could
not compare our system to BlueDove because BlueDove
is proprietary, so we are unable to comment on which
of the routing algorithms is better (performance wise).
But, BlueDove does not currently support dynamically
changing subscriptions except through re-subscriptions.

[45] is a precursor to BlueDove which presents an
alternate partitioning technique for events and subscrip-
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tions. However, [45] is also limited to datacenter applica-
tions where there is centralized control over the assign-
ment of partitions to servers. Also, while the partitioning
scheme is novel, the paper only discusses a single-broker
based simulation.
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